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ABSTRACT

Model Positionality: A Novel Framework for Data Science with Subjective Target

Concepts

Scott Allen Cambo

Data Science and related fields like Artificial Intelligence, Machine Learning, and Statistics

provide indispensable research methods for understanding a wide variety of phenomena

from large datasets. However, as methodical and empirical as these methods aim to be,

there are many subjective and discretionary choices that the data scientist must make in

order to build models and analyze data that are often not discussed or disclosed. One

reason for this could be that data scientists are not often taught practices which promote

acknowledgement, reflection, and discussion of these subjective choices. In this disser-

tation thesis, I discuss ways in which qualitative researchers have developed concepts,

methods, and practices for conducting and sharing research that inherently incorporates

subjective choices and how these norms help to foster critical reflection of these choices.

My research first discusses the benefits of understanding statistical and machine learning

models as having a positionality with respect to the phenomenon being modeled and the

sociotechnical system that the model represents and is embedded within. Next, I discuss
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how our current approaches to understanding label divergence within a labeled dataset are

based in inter-annotator agreement metrics which summarize the differences of judgement

among many thousands of pairs of annotators into one single number making it difficult

to identify the specific contexts and specific annotator groups who disagree. To address

this, I developed the inferred agreement and annotator fingerprinting methods which help

us to better characterize and track the divergence of annotator perspectives. These two

methods can be used with unsupervised clustering algorithms to identify groups of anno-

tators who are most likely to disagree in a process that I call position mining. Finally, I

show how all these methods together can be used in a framework which incorporates crit-

ical reflection of various perspectives of a phenomenon being modeled contextualized in

relation to the crowd annotators’ positions, the data scientist’s position, and the model’s

position. As the emerging field of Data Science matures and cements its epistemological

position and pedagogy, this thesis argues that data scientists should do more to reflect on

the social construction of the knowledge it yields by incorporating more techniques and

concepts from qualitative research.
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CHAPTER 1

Introduction

In recent years, nearly every major social media platform has announced increased

efforts to handle toxic behavior and in nearly all cases, artificial intelligence and ma-

chine learning are expected to play a central role [96, 97, 139]. While the auto-

mated detection of hate speech and online harassment is a prolific area of research

[1, 2, 11, 19, 24, 33, 42, 104, 151, 153, 131, 145], the practical application of

the work on real social media platforms has had little success. In a first report of its kind,

Facebook disclosed that only 38% of the content flagged by users and human moderators

for online harassment aligned with determinations made independently by their content

filtering algorithm [117]. PEW Internet Research published studies of online harassment

that broadly make two conclusions [128, 47, 46]:

(1) People vary considerably in their perception of and reaction to online harassment.

(2) These variations are often heavily determined by identity and personal experience

with online harassment.

These studies raise the question, how can we expect algorithms to make determinations

aligned with the expectations of its users and stakeholders when human perceptions of

concepts like online harassment vary so considerably? Much of the practice and research

of machine learning and data science follows the perspective that there is an objective

singular ground truth for the relationship between a target concept and the underlying
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data. Most methods for data exploration, learning algorithm design, and model evaluation

have centered around this idea. In this thesis, I posit that when we consider that a target

concept can be subjective, we need to rethink and re-imagine some of these processes. My

dissertation work begins to address the challenges of subjectivity in machine learning and

crowd annotation by looking to work in sociology, which has developed research methods

and practices for studying subjective social phenomenon and connecting it with common

machine learning tasks wrestling with similar phenomena like toxic content classification.

The first contribution of this thesis is the Reflexive Data Science Frame-

work which draws from the concept of “positionality” and the practice of

“reflexivity” and provides data scientists with a way of situating their under-

standing of the task, the target concept, the labels, the data, and the model

among the varied perspectives of stakeholders like annotators, users, and on-

line platform developers. Positionality posits that “all knowledge depends on the

position (point of view) of the epistemic subject not only in a spatial but also general

and metaphoric sense.”[20]. As a concept, positionality has helped the study of social

phenomenon to gain scientific trustworthiness by describing how subjective domains can

be better understood when observations are dependent on aspects of the observer such as

scientific training, theoretical lens, and apparatus. In chapter 3, I use Donna Haraway’s

concept of situated knowledge to introduce the concept of model positionality, i.e. the

social and epistemological position that a model can occupy in a sociotechnical system.

Model positionality is an essential component of the Reflexive Data Science Framework

which helps reason about the challenge of selecting a model with practical validity while

acknowledging and reflecting on subjective uncertainty.
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The Reflexive Data Science Framework assumes that models developed through sta-

tistical or machine learning methods have similar such positional characteristics which

when fully described and acknowledged can help us to better validate and employ models

in tasks which automate subjective knowledge. The primary goal of this framework is

to provide the data scientist with a set of methods and analytic processes which help to

manage and analyze the inherent plurality of subjective concepts. Chapter 8 provides

a demonstration of how these methods can be brought together to inspire and motivate

new analyses, contextualize model behaviors in a broader sociotechnical system, and en-

able the data scientist and other stakeholders to make more mindful, deliberate, and

transparent decisions about the subjective perspectives being supported and automated

by machine learning models in production. In Chapter 8, I provide a demonstration of

how the Reflexive Data Science framework can be used in the task of modeling toxic

comment classification models. Data scientists and machine learning practitioners can

use this framework to more intentionally design, develop, validate, and deploy models

such that its impact to particular communities is more easily discussed, understood and

communicated.

Considering multiple subjective perspectives on a target concept is not without its

technical challenges. For machine learning practitioners to understand or even amplify a

perspective, we must first answer the questions of what constitutes a perspective? and

how do we identify and understand perspectives? Early work in crowd annotation sug-

gested that having multiple annotators per item and aggregating their annotations could

resolve “noisey” aspects of crowd work [129, 127]. This work adopted an objectivist

epistemology in which several noisy observers can yield a result closest to the truth when
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aggregated 1. In the design of models for subjective target concepts (e.g. sarcasm, sen-

timent, toxic content) it is equally valid to interpret inconsistencies between annotators

as different competing perspectives. If we can group annotators by common annotation

behaviors, we can better understand the tension between competing perspectives in the

data and increase chances of successfully aligning model decisions with the expectations

of particular users and stakeholders.

The second contribution of my dissertation work is the Position Mining

method which uses unsupervised clustering techniques to group annotators

by commonalities in their perspectives on a labeling task. This application of

clustering allows us to study joint aspects of identity with respect to a model perspective

and provide opportunities to correct model biases by amplifying non-majority perspectives

in such a way as to avoid problems like “fairness gerrymandering” [81, 82] in which

errors are distributed evenly across multiple aspects of identity when they are considered

in isolation, but in such a way as to be more biased when considering joint aspects of

identity, such as intersectional identity [29, 30]2. In chapter 7, I show that positional

clusters derived from the position mining method are much more cohesive and separated

than isolated demographic clusters which simply group people by commonalities in their

age, gender, education, or English language proficiency.

1For example, if we have several annotators each with a low, but non-negligible probability of failing to
choose the “correct” label, the belief is that the reduction of this variety of label choices to a singular
aggregate measure (e.g. mode or mean of the distribution of labels) is adequately representative of a
latent ground truth label.
2An example of this is if we build a model that errs evenly for men and women and errs evenly for white
and black users, but disproportionately affects black women and white men or vice versa.
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Applying these clustering methods for the purpose of position mining requires that

we have representations of annotators that allow us to adequately compare any two an-

notators of the dataset. In Chapter 5, I discuss a limitation of common inter-annotator

agreement measures like Krippendorff’s α and Cohen’s κ which prevents the methods

from producing valid agreement measures for all dyads in a set of annotators in the com-

mon case where it is relatively rare that two annotators have annotated the same data.

To overcome this limitation, I developed the Inferred Agreement method which is based

in the assumption that annotators with similar perspectives toward the subjective con-

cept will annotate similar items with similar annotations. An empirical evaluation of this

method shows that it is possible to infer the root mean square error of two annotators

who have labeled over 50 of the same items in the Wikipedia Toxic Content Classification

dataset by comparing their labels on items which they did not commonly label. This

inferred agreement method can be highly correlated with observed agreement when using

the appropriate representation for the text and the appropriate similarity metric for this

representation (r = .909) 3.

In chapter 6, I describe Annotator Fingerprinting, a means of representing the con-

tributions of a particular annotator that is based on the same assumptions as inferred

agreement. Using topic modeling to characterize the content being labeled, we can pro-

duce a matrix representation of an annotator in which the columns represent each of the

possible label choices and the rows represent each of the topics that were extracted from

the text data. Each cell represents the mean topic value extracted from the data that the

annotator gave a particular label to. Representing this information as a matrix allows us

3Another way to think of this result is that r2 = 0.826 which means that 82.6% of the variability in
observed agreement can be explained by the inferred agreement method that I lay out.
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to leverage common techniques for comparing and analyzing matrices to aid the position

mining process as well techniques from the crowd truth framework that enable richer data

annotation analyses [72, 49, 50].

These contributions help us to better understand how the development of automated

content moderation systems for global and culturally diverse online communities present

overlooked challenges in machine learning. These machine learning models fail despite

access to some of the largest and most current datasets in the world, the most sophisticated

machine learning techniques, and a global network of hardware with which to train these

models. Throughout this thesis, I present a failure to effectively manage a plurality of

subjective judgements as a theory for why singular global models optimized to produce

the fewest errors globally fail to understand the specific and emerging contexts where

toxic online behaviors actually occur.
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CHAPTER 2

Background and Related Work

This chapter provides the necessary context for understanding subjectivity in ma-

chine learning and the role it plays in building models of toxic language for automated

content moderation systems. Section 2.1 provides some context for how data scientists

and researchers have traditionally understood the relationships between the target con-

cept, the data that expresses it, and the annotators on crowd work platforms that identify

it. Section 2.2 discusses the discretionary role of the data scientist in formalizing these

relationships and constructing knowledge that is valuable to stakeholders. While the term

“data scientist” can have many interpretations, I will use it broadly in this thesis to refer

to the person who is responsible for analyzing data, conducting experiments with the

data, and building and validating a model. Section 2.3 summarizes the existing research

on using machine learning to moderate online communities and the challenges that have

been highlighted in this endeavor.

2.1. Crowd Annotating the Target Concept

In supervised machine learning, the label denotes the presence or absence of the target

concept 1 in an item of data. The supervised learning algorithm is then given the labeled

1Throughout this document, I will use the term target concept to mean the mental model, however vague
or undefined, of the concept which is intended to be captured through the modeling process. For example,
if the task is to use supervised learning to predict the presence of a cat in an image, then cat is the target
concept. If the task is to predict whether or not a house will sell based on data about houses in the area,
then sellability is the target concept.
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dataset so that it can attempt to learn the patterns which allow it to discriminate between

instances where the target concept is present and those where it is not 2. The labels for

these datasets are provided by human annotators who observe each item of data and

decide whether the target concept is present. For many machine learning tasks, the

learning algorithm will need to see an amount of data that is too large to be labeled

by the data scientist or their co-workers. To overcome this, crowd work platforms like

Amazon Mechanical Turk (AMT) and Figure Eight (formerly known as CrowdFlower)

have been used to solicit labels from thousands of online workers all over the world.

Recent research has found the relationship between the label, the data, and the target

concept to be tenuous at times. For example, Concept drift has been studied as a way to

describe the way that the relationship between the target concept and the underlying data

can change over time [147, 141]. Wang et al. use the term middle class as an example,

because it refers to different people at different times and locations [141]. An important

nuance of concept drift is that the target concept can remain the same while the evidence

for this concept in the data changes. The term, concept mismatch, has been defined as a

scenario in which data items evoke different concepts with different semantic information

for different users in an open-labeling task [114]. In the study, users of a context-aware

mobile application were to provide the app with situational awareness by freeform labeling

segments of audio that were continuously being recorded from the phone. Two users in

the same place, doing the same thing, could label it “work” or “office”. “Work” may

be semantically synonymous with a place like “office” for many people, but for others

it could indicate a restaurant or construction site. Another example of these dynamic

2This is specifically for a binary classification task.
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relationships with data is concept evolution, a term describing a phenomenon in which a

labeler’s mental model of the target concept evolves as they label more data and develop

a richer understanding of the concept in the context of the dataset. Unlike concept

drift, concept evolution describes phenomena in which the underlying data remains the

same while the target concept changes [88]. In each case, the result is an inconsistent

relationship between data and label. Annotators are not the only ones who wrestle with

evolving definitions of the target concept. When data scientists propose a definition of

the target concept, stakeholders can disagree, negotiate, and change the definition of a

target concept over time while the underlying data remain the same [109].

A prominent way in which abnormalities in the data-label-concept relationships have

been understood is through divergent labels. We can split the prior work on divergent

labels into two interpretations of the phenomenon: divergence as indicative of label or

worker quality [129, 127] and divergence as indicative of disagreement [72, 4, 124].

These two interpretations of divergent labels can be easily conflated. Research in con-

tent analysis, traditionally a manual practice done by the researchers themselves, use

inter-annotator agreement measures to indicate whether a dataset is valid enough to use

as evidence of a social phenomenon. When inter-annotator agreement measures were

appropriated for the labeling of datasets for machine learning using crowd annotation,

researchers started interpreting low agreement measures as evidence that crowd workers

were either doing poor quality work or personally failing to understand the concept. One

of the more seminal studies of crowd annotation on platforms like Amazon Mechanical



24

Turk describes those who diverge from each other or from “experts”3 as “more careless...a

small few give very noisey responses” [129]. For more information on worker quality I

recommend reading [73, 89] and comparing this to research which aims to understand

whether expert annotators can be made redundant with good crowd annotation task

design [129, 105, 28, 93, 83]. Most relevant to this dissertation thesis is work which in-

vestigates differences between annotators who are experts in social justice and those who

are not when annotating for hate speech in social media text [146]. What they found

was that experts operationalized a much narrower definition of hate speech than general

annotators resulting in fewer positive examples in the annotated dataset. In chapter 5,

I’ll discuss how content analysts define the term reliability in the context of annotator

agreement and how situations like the one reported in [146] are often overlooked when

content analysis methods are translated for machine learning datasets.

When considering that annotation tasks may be soliciting subjective knowledge, it

makes sense to consider research in agreement or disagreement in crowd annotations.

Researchers have begun studying the causes of disagreement finding that vocabulary mis-

matches, ambiguous questions, ambiguous or insufficient evidence in the data, annotator

expertise, and ambiguous or incomplete category definitions can all be sources of disagree-

ment [23, 65, 124]. Which of these is the most prevalent source of disagreement can also

vary considerably with the task [124].

Some research has explored attempts to resolve disagreements in annotation. One of

the earliest projects using an online community to annotate data attempted to mitigate

3I put this in quotes, because when I read the papers which curated the “expert” annotations, they used
people who are arguably no more expert at identifying semantic concepts than crowd workers, but they
provided more room for deliberation and interaction with the researchers.
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disagreement with the development of the ESP Game, which asked that players guess

their, often anonymous, game partner’s response to the annotation task [140]. If the

players both guessed the same thing, then they gained points and the annotation was

considered valid. This game mechanism discourages disagreement and personal bias and

encourages a convergence on common knowledge. Recently, more work has attempted

to address disagreement directly instead of mitigating it entirely. The Revolt crowd

annotation system proposes a multi-stage task in which annotators can label items as

“uncertain” in addition to the target label. After the initial vote stage, items marked

with uncertainty as well as items with high disagreement are used to solicit decision

explanations from the crowd workers in the explain stage[23]. Finally, the categorize

stage allowed users to categorize uncertain items with open labels that may include, but

are not limited to, the original concept labels. This allows for a post-processing step in

which the data scientist or designer of the annotation task can make decisions regarding

these new categories to satisfy the target concept as they imagine it. In all of these cases,

the goal is still to design mechanisms in the crowd annotation system which encourage

annotators to converge on one single perspective instead of allowing room for a multitude

of perspectives to be represented in the data.

2.2. The Discretionary Practice of Data Science

A formerly revered computer scientist once wrote that “Every learner must embody

some knowledge or assumptions beyond the data it’s given in order to generalize beyond

it.” [44] 4. Using no free lunch theorems as evidence, their point is that the world is vastly

4During the initial writing of this thesis, this researcher was a reasonably well-respected contributor to
the field of computer science. He has since engaged in a hateful and bigoted smear campaign against
Timnit Gebru, a researcher whose work has benefited this thesis far more, on social media [125]. I believe
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complex and we should not underestimate or underutilize the knowledge we have as agents

in this world when designing learning algorithms. “In fact, very general assumptions

like smoothness, similar examples having similar classes, limited dependences, or limited

complexity are often enough to do very well, and this is a large part of why machine

learning has been so successful.”.

The general assumptions that this researcher is talking about are often the fabric

of what we use in the design of a machine learning algorithm, but algorithm design is

only a small part of how machine learning is applied in research and industry. Often,

the practical application of machine learning involves more of the work going to select-

ing an existing learning algorithm (e.g. Support Vector Machines, Decision Trees, Deep

Learning), choosing how to prepare the data (e.g. data wrangling, data cleaning, feature

extraction, data balancing or augmentation), parameter optimization (e.g. grid search, k-

fold cross-validation), and model validation (e.g. accuracy, balanced accuracy, precision,

recall, RMSE). Recent research has described the skills involved with the latter tasks of

a data scientist as data vision, “the ability to organize and manipulate the world with

data and algorithms, while simultaneously mastering forms of discretion around why, how,

and when to apply and improvise around established methods and tools in the wake of

empirical diversity”[110]. The professional discretion being described by data vision can

be seen as being done in reaction or in conjunction with the negotiation of the problem

formulation with a much broader team (e.g. product designers, managers, business an-

alysts) [109]. Currently, data scientists lack a formalized practice of reflection on these

discretionary practices. This is likely to result in subjective decisions which draw upon

it is unethical and unnecessary to give this researcher any more credit or mentioning than is necessary to
cite their work.
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the data scientist’s personal perspective of the target concept regardless of how educated

or experienced they are in the domain of the concept. By leveraging algorithmic authority,

the tendency for people to trust machine generated knowledge more so than their own hu-

man knowledge or intuition [94], data scientists can present their decisions as empirically

justified even when they are not. In chapter 3, I’ll discuss how Donna Haraway describes

a similar phenomenon in her field and how her framing can help us to better reflect on

the subjective decisions that go into model training and validation.

2.3. Machine Learning in Content Moderation

In this thesis, I focus on the research and development of automated content mod-

eration models for identifying toxic online content as an example of the use of machine

learning for subjective target concepts and an examplary use case for the Reflexive Data

Science framework. While the term, “toxic online content” can evoke many definitions,

I will use the following definition which is derived from the questionnaire used to curate

the primary dataset (for details, see figure 4.1): toxic online content is any content in

an online community that can make users feel unwelcome or unsafe. The breadth of this

definition allows us to better understand subjectivity as there are many things which can

make someone feel unwelcome or unsafe, but which types of content should be labeled

as such can be very subjective. An example of this can be seen in a study on online

harassment where 27% of respondents who reported experience with what are broadly

considered severe forms of online harassment (e.g. stalking, sexual harassment, sustained

harassment, physical threats) did not report having experience with online harassment

[47].
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Being able to identify toxic content is important as its existence can have a severe

impact on those who participate in online communities. In a survey study by Wikipedia,

54% of those who experienced online harassment reported decreased participation on the

project in which the harassment was experienced [151]. More generally, about 13% of

all American adults (31% of those who report experience with online harassment) report

having experienced mental or emotional distress as a result of online harassment [47].

Younger adults report this distress at significantly higher rates (24% of 18-29 year olds

compared with 9% of adults over 30 years old). More severe forms of online harassment

tend to yield even higher rates of distress (37% of those who experienced severe online

harassments vs. 15% of those whose online harassment did not include severe forms).

While labeling toxic content as such can be controversial, it can also have an immensely

positive impact on vulnerable populations. In an interview study of users of a third party

system for reporting toxic content, HeartMob, many express feeling that their experience

was validated through the process of labeling it as such [17]. However, automated content

moderation systems which fail to label content as toxic can invalidate the experiences of

those who have been made to feel unwelcome or unsafe by the content. These failures have

been found to be quite common. One of the most prevalent automated content moderation

systems , Perspective API by the Google company Jigsaw, has been found to be susceptible

to simple adversarial workarounds like the use of l33t speak or word concatenations (e.g.

youaredumbandihateyou) in order to avoid detection [71]. Labeling toxic content also

helps to motivate bystanders to provide support and strengthens community norms around

appropriate user behavior [17].
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There are a couple approaches that previous researchers have used to address or cir-

cumvent the issue of subjectivity in automated toxic content moderation. The first is

to establish a particular group as a central authority on labeling toxic content. When

comparing annotations by feminist and anti-racism activists as experts to annotations by

CrowdFlower (now Figure Eight) workers as amateurs, it has been found that experts

will label fewer items as hate speech than their amateur counterparts [146]. Presum-

ably, this is because those with familiarity on a subject have a much more precise mental

model of how it is expressed in textual data. If we consider the research regarding online

harassment by duggan et al. [46, 47], women have much more experience with online

harassment than their male counterparts. Given this, we should expect that women will

label fewer examples than men and Binns et al. report exactly this in their work on the

toxic comment classification dataset [16]. However, my own analysis of this dataset re-

veals a slightly different story which is that when considering both toxic and severely toxic

designations, women annotators had labeled more content as toxic, but male annotators

provided more severe designations when labeling 5. In each case, these authors suggest that

content moderation systems be designed specifically with the most vulnerable in mind, a

recommendation that is also made by Blackwell et al. [17] who successfully worked with

Facebook to implement this practice [52]. I’ll discuss this change in Facebook’s practice

in further detail in the conclusion of this thesis.

The second approach is to curate a dataset in which positive examples of toxic content

are so egregious that we might assume that it would be nearly unanimously considered

5The annotation task used the 5-point likert scale depicted in figure 4.1. Binns et al. conducted their
comparisons using the raw 5-point scale which provided a higher magnitude skew of the data for men,
but when considering severe toxic and toxic designations as the same end of a binary labeling scheme,
we see that women are actually using the designation more often.
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toxic [62]. In this work by Golbeck and colleagues, the goal of dataset annotation was to

differentiate “offensive” content and “trolling / harassment” content such that only the

latter would be considered part of the target class. The authors motivate the reasoning for

focusing on “the worst of the worst” by claiming that this content has the most negative

impact on the community and is more “stable”. Presumably, “stable” implies that the

positive toxic class in this dataset is less ambiguous or subjective than content which is

offensive. That said, the authors state that it became necessary to add a “potentially

offensive” label as a way to give annotators a way to psychologically overcome the urge to

label the content as part of the positive class, connecting it with harassment and trolling.

This may indicate that even though content may be subjectively toxic, it can still be

validating to see it labeled as such and it can still have a negative impact on the reader

of the content [17].

My dissertation work explicitly focuses on the subjectivity of toxic content annota-

tion and the effect it has on commonly used machine learning processes. As demonstrated

throughout this chapter, toxic comment classification is the focus of a great deal of research

in social computing, human-computer interaction and natural language processing. Data

science competitions, such as those hosted by Kaggle, also provide amateur and profes-

sional data scientists with heavily simplified versions of this task. In chapter 3, I propose

a framework for understanding the subjective nature of similar datasets and the models

built from them based on the concepts of positionality and reflexivity in qualitative social

science, an area of research which often wrestles with the complex idiosyncrasies inherent

to scientifically studying subjective concepts.
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CHAPTER 3

Model Positionality

“We need the power of modern

critical theories of how meanings and

bodies get made, not in order to deny

meanings and bodies, but in order to

build meanings and bodies that have

a chance for life.”

Donna Haraway, Situated

Knowledges: The Science Question in

Feminism and the Privilege of Partial

Perspectives.

In her book, Invisible Women: Data Bias In A World Designed By Men, Caroline

Criado Perez shines a light on the data that underlies civic design, scientific conclusions,

health recommendations, and many other forms of applied knowledge, to show that even

the most innocent and mundane aspects of modern living and common knowledge have

been informed by a process that, intentionally or not, benefits men more than women.

Perez’s central point is that in collecting and aggregating data, gender is misrepresented,

overlooked and understudied because of a mistaken assumption that the experiential dif-

ferences between men and women are negligible for most aspects of knowledge production.

Perez provides examples of this in the diagnosis of women’s cardiac events, the design of



32

automobile safety features, the prioritization of snow removal routes, and many more. For

example, Perez discusses the case in which a survey of commute paths was deployed to

mostly men with results suggesting that roads going directly from suburbs to the center of

the city, where most of their jobs were, should be prioritized in the design of snow removal

routes. What this survey overlooked was that while many of these men are commuting

directly to their jobs in the morning, their wives are driving first to daycare centers to

drop off their children, and then on to grocery stores or their own places of work following

completely different driving routes than their male counterparts in the process. The result

was a disproportionate amount of car crashes due to poor driving conditions for women

than for men. The production of knowledge through machine learning is no exception to

this effect.

For a long time, it has been a common assumption that machine learning models

are a neutral, objective and omniscient representation of the data they are trained on.

One possibility for why this assumption has persisted so long is that we often don’t

publish the details of annotated datasets that are necessary to understand the variety

of experiences and perspectives they represent [60]. For example, the most commonly

used measures of inter-annotator agreement, Cohen’s κ and Krippendorff’s α, focus on

patterns of differences among annotations given to an item while patterns among the

annotators who provide them are generally ignored. I’ll discuss this more in chapter 5.

To further complicate the problem, models, try as they might, can learn and represent

some phenomena much better than others depending on the learning algorithm, the data,

and the target concept. Recent research in automated content moderation has shown that

common models used in the technology will make predictions that are better aligned with
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annotations from the male annotators of the validation data even when the training data

is exclusively annotated by women [16]. The result is a model that could be argued as

valid when its stakeholders are male, but this validity deteriorates as we consider other

genders.

In this chapter, I present a framework for probing and understanding the position a

model has embodied (virtually). In section 3.1, I’ll discuss the work of Donna Haraway

and the role that the concept of positionality plays in improving knowledge production

by making transparent the limited perspective of the embodied agent who produced it.

In section 3.3, I will describe the concept of model positionality and why it is important

in understanding the limited perspectives of models. In section 3.4, I’ll describe some of

the challenges and open questions in finding and understanding a model’s position as well

as the approaches I will use to address them in this thesis.

3.1. Situated Knowledges and Positionality

In 1988, Donna Haraway published an essay which sought to illuminate and resolve a

tension between subjectivity and objectivity both within feminist studies and throughout

the broader scientific community [66]. Feminist scholars had often wrestled with this ten-

sion in their efforts to justify the disconnect between the knowledge they produced and the

knowledge produced by a generally white, male, cisgender, and privileged establishment.

From Haraway’s perspective, these conversations highlighted a spectrum of positions. On

one extreme end of the spectrum was what Haraway called “radical constructivism”, in

which science is nothing more than a rhetorical practice. Haraway characterizes this view

by saying “From this point of view, science–the real game in town–is rhetoric, a series of



34

efforts to persuade relevant social actors that one’s manufactured knowledge is a route

to a desired form of very objective power.” In response to this view, Haraway snarkily

retorts “So much for those of us who would still like to talk about reality with more

confidence than we allow the Christian Right when they discuss the Second Coming and

their being raptured out of the final destruction of the world.”.

On the other side of Haraway’s spectrum is “feminist empiricism” which yielded calls

for an objective, “successor science” that, if done with the inclusion of women and in

a more precise fashion would more proactively yield the insights that feminist scholars

often uncover after deconstructing problematic knowledge produced by the western male

establishment. One of Haraway’s critiques of this view is its tendency to employ the

“God” trick. By presenting knowledge as objective and impartial, the presenter creates

the illusion of an elevated, “god”-like status for seeming so omniscient. This trick hides

the very specific positional circumstances under which the knowledge was derived. In

practice, this often hides a very western, white, male, cisgendered position when a similar

process applied from another position might yield knowledge that has fundamentally

different implications.

This is where Haraway, finds vision to be a helpful metaphor in understanding knowl-

edge production. The god trick obfuscates the act of viewing and thus the viewer themself

by simply presenting an omniscient knowledge born from nowhere and everywhere and

handed down from above. By centering vision as an active process in knowledge produc-

tion, it is implied that there is a viewer, that this viewer views from a specific position

and that their arrival at this position has a history which informs how the viewer views

and what the viewer is and is not looking for. Situated Knowledge is then presented as



35

the idea that by acknowledging and reflecting on one’s presence in the process of knowl-

edge production, subjects can produce knowledge with greater objectivity than if they

claimed to be neutral. This is because we can only claim total validity under the com-

plete conditions from which we made and understood our observation. Knowledge is most

valid under these local or situated conditions and invites the critical dialog necessary for

expanding the validity of such knowledge beyond these local bounds.

An important emphasis that Haraway adds is that self-presence, self-knowledge, and

self-identity are not entirely inherent to the act of viewing. These are things that must be

intentional and practiced in order to best answer questions like What should I be looking

for?, Who should I be looking with?, How should I be looking? or What instrument should

I be using to look? For many in qualitative research, this intentional reflexive practice is

the development of one’s positionality. Positionality is the stance a researcher takes in

relation to the social and political context of the subject. This idea stems from cultural

feminism work of Linda Alcoff who developed a framework that would help feminists

understand the broad concept of women and femininity when nearly all common and

expert knowledge of the gender at the time (1988) were produced in a male context [3].

Of particular importance was the idea that gender, as a concept, is best defined from a

personal context and that this context is often defined in relation to the environment.

For example, common gender roles can vary considerably throughout the world. How

gender is performed can vary considerably depending on factors like class, race, and sexual

preference. Additionally, one’s positionality serves as a “political point of departure, as

a motivation for action”. When research is taken as an action to investigate potentially

biased and oppressive political policies, it is necessary to center one’s experience with
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the identity being oppressed. This spawns the need to be clear about which aspects of

identity and thus which aspects of one’s personal experience are being drawn from when

producing subjective knowledge. While it is impossible to claim that no unconscious

biases influenced one’s production of subjective knowledge, making one’s positionality

(i.e. positional identity) intentional and transparent with respect to the subject of research

improves validity by recognizing the socio-cultural and political context of the knowledge

production that can be expressed to the audience.

3.2. Connecting Situated Knowledge and Positionality to Data Science

In many ways, the concerns that feminist scholars are addressing with the concepts

of situated knowledge and positionality are mirrored recent trends in the study of ma-

chine learning and data science. At times, machine learning research and application can

present itself as a neutral authority on the research subject with the implied assumption

being that a learning algorithm following a principled procedure for knowledge discovery

can synthesize much more information at a faster pace and with a mechanical consistency

unmatched by humans. As databases became much larger and more of our social interac-

tions began taking place in online spaces where they could be recorded and observed at

scale by computers, machine learning had the opportunity to distill this information into

a model representing a global perspective on the social phenomenon. This global perspec-

tive received a reputation for being neutral, because it was easy to claim that machine

learning algorithms and the models they create do not exist within the social, cultural,

and political contexts that we, as social humans, do, and thus they are safe from the un-

conscious biases that humans are susceptible to and are absolved from having a personal
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agenda. In a sense, this is “the god trick” at play. By presenting these algorithms and

models as neutral, objective, and omniscient, it is implied that they have greater validity.

One way in which the notion of ML models being objective or neutral has been chal-

lenged is in a particular critique of common research and application practices in machine

learning titled a “A Few Useful Things To Know About Machine Learning” [44]. One of

these “useful things” is that data alone is not enough. This point addresses a common mis-

conception that simply having access to lots of data is enough to ensure that a good model

will be created from the learning algorithm. This misconception stems from the thinking

that ML algorithms are so universally principled that they learn simply by looking at the

data and inferring patterns with no prior knowledge of the domain needed. Thus, good

ML models must simply be a function of the amount of data the ML algorithm has ob-

served. However, each algorithm embodies more knowledge than that which is apparent

from the training data, because the design of the algorithm itself is the culmination of

many design choices informed by the contextualized knowledge of the real world to make

assumptions about how the target concept is expressed in the data that was collected.

This idea can be expanded further to the broad practice of data science in which the

choice of algorithm is informed by the data scientist’s own assumptions about the data

and the target concept. Even when many algorithms are evaluated for suitability, the

data scientist can not exhaustively test every possible configuration of data preprocess-

ing method, algorithm, and algorithm hyperparameter choice, forcing them to leverage

their personal subjective knowledge of the world and their own educational background

to make assumptions that will help to narrow the set of modeling configurations to test1.

1Data scientists are notoriously eclectic in their backgrounds. A study of data scientists’ resumes by
Indeed.com shows that data scientists typically hold degrees in Economics, Math, Natural Sciences,
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Even if data scientists were able to exhaustively evaluate each configuration, they must

still choose among many potentially appropriate validation methods each of which may

be highlighting a set of potentially appropriate models rather than a singular solution. In

[44], the practice of machine learning is compared to farming:

“In retrospect, the need for knowledge in learning should not be sur-

prising. Machine learning is not magic; it cannot get something from

nothing. What it does is get more from less. Programming, like all

engineering, is a lot of work: we have to build everything from scratch.

Learning is more like farming, which lets nature do most of the work.

Farmers combine seeds with nutrients to grow crops. Learners combine

knowledge with data to grow programs.”

Additionally, models sometimes play an important social role which necessitates a

social scientific approach to evaluation that allows for subjective interpretation. The

recidivism model used for COMPAS has the ability to determine which prisoners pose

a risk to society and which do not, heavily influencing court outcomes [64]. Models of

democratic processes are used to predict the winners and losers of our primaries and

presidential elections [40]. Toxic speech detection algorithms used in content moderation

systems determine what can and cannot be said in our online communities [151].

In each of these cases, subjectivity plays an important role. Toxic speech is itself a

subjective concept, because there is a significant variety of beliefs regarding what should

or should not be said online [46, 47]. While we might be able to model a majority

perspective optimized to represent toxic speech in a way that is aligned with a majority

Social Science, and Engineering in addition to Computer Science [91]. This means that in practice, data
scientists do not inherently share common epistemological assumptions about the practice.
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of positions, the model will inherently be less aligned with even with the strongest of

minority positions because a singular model ultimately embodies a singular perspective.

Even when the target concept is seemingly objective, the process for modeling it and

evaluating the model can be highly subjective. For example, we might be able to un-

ambiguously observe which former prisoners ultimately return to jail, but exactly what

should or should not be considered when modeling this phenomenon entirely depends on

what an individual understands about justice, fairness, and the social structures that can

make it difficult to succeed when one returns to civil society from prison. Similarly, we

can observe the winners and losers of an election process, but to create a predictive model

for this process, we need to observe the incredibly complicated social and psychological

mechanisms that affect individual voter choice and turnout on election day. Which fac-

tors do and do not get incorporated are ultimately a discretionary choice based on this

subjective knowledge.

Validating a model is similarly fraught with subjective decisions made with situated

knowledge in situated contexts. Many validation methods have been proposed and used

in machine learning, but not all are appropriate. Some might consider accuracy sufficient

where others consider f1-scores to be necessary and others still rely on more specific

measures like precision and recall. More important than the choice of validation method

though is the question of who bears the brunt of model errors and how does it affect

them?, both of which may inherently lead to asking what is fair?. Multiple research

projects suggest that we cannot satisfy all notions of fairness and accuracy simultaneously

[84, 15], so our decision as to which notion of fairness and accuracy we subscribe to must

be intentional and transparent.
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Figure 3.1. An example of a model card for Jigsaw’s Perspective API which
is trained using the same dataset used in this dissertation. Reproduced from
[102]

Each of these subjective and discretionary decisions are what have been known in the

qualitative research community as “choice moments”. Choice moments are moments in

which the essential decisions that affect research outcomes are made [123]. Qualitative
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Figure 3.2. A workflow diagram used by the researcher and ML practicioner
on a project to examine their positionality with respect to the task. Re-
produced from the Positionality-Aware Machine Learning workshop at the
FAccT* 2020 conference [35].

researchers have cataloged, described, and brought awareness to these choice moments

for the benefit of others who may want to pause and reflect when they find themselves in

similar situations. Some work from the community of researchers studying fairness in ML

have begun to do the same. For example, Model cards, were introduced by Mitchell et

al. as a way to make apparent the modeling choices and the theoretical limitations of the

model with something akin to a nutritional fact sheet [102]. Model cards are a fact sheet

which provides details about a model’s provenance, intended use, known factors affecting

accuracy, model validation metrics, evaluation data, training data, ethical considerations

and any other caveats and recommendations that the creators believe the user should

know [102]. In figure 3.1, we see a model card for Jigsaw’s Perspective API 2 which uses

2Jigsaw is a google company.
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the toxic comment classification dataset used throughout this thesis to determine whether

a piece of text is good or bad for an online community. Each section of the model card

helps to contextualize the situated knowledge that the model represents. By promoting

the practice of filling out model cards for the models we build and deploy, we can help

data scientists to be more aware of various choices they are making.

The second approach is a framework called Positionality-Aware Machine Learning

which aims to help data scientists and machine learning practitioners be aware of their

positionality as they create ML models [77]. This framework is still being developed,

but a primary recommendation it makes for reflecting on and disclosing positionality in

an ML-oriented project is to consider technical, systems, and sociotechnical perspectives

to answer questions such as What is being measured? (technical), What are the system’s

goals? (systems), and Whose values are operationalized? (sociotechnical)3 Positionality-

aware machine learning focuses on the reflexive practice necessary for appropriately ac-

knowledging and incorporating the researcher or developer’s position with regard to the

subject of research.

3.3. Model Positionality

Each of the approaches mentioned in the previous section make the positionality of the

data scientist and the situated context of the knowledge that the model represents more

transparent. In this thesis, I posit that a necessary addition to these approaches is some-

thing that helps us to position the model itself within the human contexts we are familiar

with. I call this concept, model positionality. Model positionality is a method of model

3According to slides from the workshop where this work was presented, technical refers to the data and
models, systems refers to the use case and deployment, and sociotechnical refers to the interplay between
society and technology.
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evaluation which characterizes a model’s behavior in context with the behaviors of humans

executing the same task, or the task’s most reasonable proxy. By positioning a model in

a space among appropriate human counterparts we not only learn which perspectives the

model can automate, but also what perspectives the model has overlooked and may be

systematically at odds with. While models can incorporate data from a broad variety of

perspectives and be deployed in a variety of situations and contexts, we cannot confuse

its near omnipresence with omniscience. Model positionality is a characterization of the

position from which a model views the world. As such, model positionality acknowledges

its partial perspective of the world and invites a reflection of what is automated in this

partial perspective.

Given that most models of subjective concepts use data annotated by human crowd

workers, it makes sense to understand models in the context of their contributions to

the dataset. Generally crowd annotation tasks are designed to be almost interchangeable

with the task we are hoping to automate with machine learning. Crowd workers are often

given the same limited context as the machine learner and can choose from the same set

of labels4.

3.3.1. Benefits of Model Positionality

By finding and reflecting on model positionality, we make it easier to imagine how our

choices in the modeling process may affect users of a model-driven system or interaction,

expanding on prior work that describes methods for user-centered evaluation of machine

4While this approach is the focus of my dissertation work, we might imagine scenarios in which user
feedback may also be an appropriate set of behaviors to contextualize a model, such as the kind necessary
for collaborative filtering algorithms like those common to recommender systems.
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learning models [22]. By comparing a model’s position to those of the crowd workers who

annotated data for training and validation, we can assess whose position is being repre-

sented better or worse by the model. Analyzing the final model’s behavior instead of the

input data addresses a common oversight in addressing algorithmic bias: that bias need

only be addressed by balancing representation within the training dataset. This builds

on points made in [44] that models are not simply an extension of the data, but rather

a hypothesis about how the patterns in this data might generalize to the world beyond

what the data represent. These hypotheses are generated through an algorithmic process

of inductive reasoning and this process has an inherent inductive bias. The misconception

that predictive bias can be addressed simply by changing the training data ignores the

inductive biases inherent to machine learning algorithms. An example of this can be seen

in previous work which investigated biases in the toxic comment classification dataset to

show that the commonly used approach to building a classifier with the toxic comment

classification data will still align better with the judgements of men even when trained

exclusively on data annotated by women [16].

Additionally, model positionality allows us to better situate the knowledge that a

model represents making the limitations of the model more apparent. For example, a

model trained on toxic comment data that consistently replicates the judgements that

men hold more than those of women, may not be a big concern if the primary users

of the system that the model will be deployed in is intentionally designed for men (e.g.

online communities for men’s health). However, deploying this model to groups which are

intended to be inclusive of other genders could result in a poor user experience, negative

feedback, or worse.



45

Finally, model positionality, as a concept, makes room for critical analysis and dis-

cussion of the subjective position a model represents with regard to the target concept.

Currently, it is easy to misunderstand models of toxic behavior as an empirically objective

and authoritative view toward the target concept leading some members of the public to

believe that the model’s determinations are inarguably valid. When this happens, it is

a clear example of the “god trick”. Model positionality allows us to circumvent the god

trick by presenting the model’s provenance as socially constructed as opposed presenting

it as an empirical model of a natural process.

3.3.2. Challenges in Finding Model Positionality

Current research in model bias is often done through a demographic lens in which we use

a characteristic such as race or gender to split the data into groups that can be modeled

individually or in which a model can be evaluated respectively for each group. This

approach has some strengths. One strength is that many common demographic traits

are part of common annotator profiles on crowd work platforms like Amazon Mechanical

Turk and can be leveraged as a way to select specific groups when deploying an annotation

task. This feature enables us to collect data that is balanced by aspects of identity that

are made broadly explicit in the crowd work platform. Another strength is that common

demographic traits have often been the subject of many research projects throughout the

social sciences allowing the data scientist to assess the cost of model bias by connecting the

demographic groups in their training data to studies that have taken place in many fields

with many different research methods. For example, data scientists who are concerned

about various aspects of gender-based predictive bias in their model can draw on a great
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deal of research which discusses how gender bias is expressed in textual language and the

effect it has in online communities.

However, there are a few assumptions that we often make when working with demo-

graphics that can easily fail. The first assumption is that when we split annotators into

groups based on a demographic trait, we might assume that each of these groups has an

equally strong likelihood of making similar judgements in an annotation task. However,

prior work investigating gender bias in toxic content moderation models shows that the

group of women who annotated the toxic comment classification dataset have a lower

inter-annotator agreement score than do the men who annotated it [16]. When there is

low agreement within a group, it is difficult to make claims about that group’s collective

position, which then makes it difficult to make claims about how a model represents that

position.

We might then assume that the low inter-annotator agreement of a demographic group

might be accounted for by introducing another demographic trait to understand the prob-

lem by. For example, we might split the group of women annotators by race to understand

if the groups of black women and white women each have a higher inter-rater reliabil-

ity. What makes this assumption difficult to operationalize is that there is no guarantee

that a dataset will include the demographic information needed to account for the low

within-group inter-annotator agreement, nor is there a guarantee that such demographic

information exists. Furthermore, our judgements and behaviors with regard to subjective

concepts like toxic comment classification are not inherently consistent with our demo-

graphics or any notion of identity that could be surveyed for. This means that we may

consider looking for positions and biases that are not easily represented by demographic
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traits. Investigating model bias by demographics can be a very helpful approach, but

to truly understand the subjectivity of a socially constructed concept and a model’s po-

sitionality with regard to that concept, we need methods which can distill salient and

common perspectives from annotated data while being agnostic to demographic traits.

In chapters 6 and 7, I’ll discuss two methods which can help us to achieve this. After

groups with common perspectives are highlighted, we might still seek to understand them

through the lens of various demographic attributes, but we are no longer required to have

such hypotheses a priori.

Another assumption that can fail when using demographics as a lens into model bias

is that if a demographically imbalanced dataset yields imbalanced model predictions,

then a demographically balanced dataset must yield balanced model predictions. This

assumption often fails because learning algorithms inherently have an inductive bias that

can favor one group or another regardless of each group’s representation in the dataset.

Remember, prior work with the toxic comment classification set shows that even when

some models are trained exclusively on labels contributed by women, the predictions will

align more closely with contributions by men [16]. This bias may not be intentional, but

its propagation from model training through model validation and selection can be the

result of a data scientist’s ability to critically reflect on the perspectives represented in

the training data and to what extent these perspectives are reflected in the final model.

We can address this by comparing annotator judgements to model judgements as is done

in [16], but methods which can help us understand subjective positions which are not

inherently anchored in demographic attributes can help us to better understand systemic
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biases of data-driven systems and potentially identify demographic groups that will be

affected by the model without making prior assumptions.

In addition to challenges with using demographics as a starting point for understanding

model positionality, there are also technical hurdles. The first is that when we split data

into groups, we reduce the amount of data we have for each group. This can make

building models trained on data from each group difficult if one of the groups has much

fewer data than the others. Focusing on groups determined by subsets of the population

who collectively have high agreement can help to preserve the amount of data needed to

create valid models for comparison.

Another technical challenge is that modern learning algorithms for complex concepts

like toxic speech often require a great deal of annotated data. This data is often anno-

tated by many hundreds of crowd workers who each label a small subset of the data.

If individual annotators do not generally label a high enough proportion of the data, it

becomes unlikely that they’ll have annotated the same data as many of their peers. To

find subgroups of annotators who share a perspective, we need to be able to compute an

agreement metric between each possible pair of annotators, but this is difficult if most

possible pairs of annotators have not labeled any common data where we can directly

observe agreement. Additionally, most measures of inter-annotator agreement don’t mea-

sure agreement between pairs of annotators as much as they measure agreement between

pairs of labels. In chapter 5, I’ll discuss a method I have developed for resolving these

problems by inferring the agreement between two annotators based on similar data they

have each annotated.
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3.4. Finding A Model’s Position

While there may be many ways to position a model with regard to various sociotech-

nical systems and communities, this thesis focuses on the development of methods which

allow us to do this in a way that does not require the data scientist to presuppose de-

mographic biases or to conduct rigorous social scientific research that is often beyond the

expertise and organizational resources of a common data scientist working in industry.

While many public datasets published for use in academic research do not include unique

annotator identifiers for each label provided, I will assume that industry professionals

who are regularly designing the data collection and annotation mechanism can easily ac-

cess this information. In this thesis, I also make the assumption that with the proper

representation and method of measuring similarity between annotators, we can appropri-

ate methods from manifold learning and unsupervised clustering to group annotators by

commonalities in what labels they contribute and what items they contribute these labels

to. By similarly representing models in this way, we can compare models to annotators

to evaluate similarity and position the model in context with human judgement. This

approach can be used in conjunction with established methods of determining model va-

lidity to situate model knowledge within human social contexts. I provide an example of

this in chapter 8.

The approach I take in this thesis is largely based on the hypothesis that people with

similar perspectives will produce similar judgements on similar items when performing an

annotation task. In chapter 5, I’ll discuss this hypothesis in more detail and describe the

inferred agreement method I use to overcome the challenge of determining similarity (i.e.

agreement) between annotators who have not labeled the same specific items. In chapter
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6, I’ll discuss a method, annotator fingerprinting for representing annotators by the la-

bels they contributed and the types of data they contributed these labels to. Annotator

fingerprints similarly overcome the challenge of comparing annotators who have labeled

little or no common data items. However, the representation itself can be used not only

by human annotators but also by models which are similarly producing annotations for

the dataset. In chapter 7, I’ll show how these methods can be combined with established

methods in manifold learning and unsupervised clustering to unveil common positions

with regard to the target concept of toxic speech online. Each pipeline of methods yields

a set of positions which can be evaluated through established cluster analysis and valida-

tion methods as well as through the lens of language to understand what words, or sets

of words, account for the major differences between positional groups.
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CHAPTER 4

Wikipedia Toxic Comments Classification Dataset

To fully understand how a labeled dataset influences models which are trained from

it, we need to be familiar with how big the dataset is (i.e. the number of unique items),

how it was labeled, who labeled it, and the general distribution of labels. In this chapter,

I’ll provide this context for the Wikipedia Toxic Comment Classification Dataset which

is used throughout this thesis [149, 150]. This dataset is broadly organized into 3 parts:

the demographic information for each worker, the Wikipedia talk page comments being

annotated, and the annotations for each comment. The demographic information includes

age, gender, educational background, and whether or not English was the annotator’s first

language 1. Most important for this study is that there are unique identifiers for each

annotator which can be used to relate them to the specific annotations they made. This

information is rarely provided in datasets for sentiment analysis like this, but is crucial for

understanding the differences in perspective that each annotator has toward the target

concept of toxic comments.

Figure 4.1. The annotation questionnaire shared with crowd annotators in
labeling the Wikipedia Toxic Comment Datatset.

1It’s important to note that annotators were only given the option of choosing male, female, or other.
Only one annotator chose the gender identity of other.
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This dataset was collected using the CrowdFlower (now known as Figure Eight) plat-

form for crowd work. Each crowd worker was given a random comment from a random

subset of data from the Wikipedia Talk Pages where Wikipedia editors propose and dis-

cuss changes to the articles. To complete the task, each crowd worker was shown the

prompt in figure 4.1, which asks them to rate the “toxicity” of a comment from “Very

Toxic” to “Very healthy contribution”.

There are two main criteria given for determining the toxicity of a comment. The

first seems to be indicative of the decorum of the comment’s author as indicated by

the description on the extreme ends of the scale which says that very toxic comments

are “very hateful, aggressive, or disrespectful” and the very healthy comments are “very

polite, thoughtful, or helpful”. The second criteria relates to the effect the comment has

on the viewer’s likelihood of participation in the discussion in the future with very toxic

comments making the reader very likely to leave a discussion and very healthy comments

making the reader very likely to want to continue a discussion. Each comment was labeled

by 10 annotators and the reliability of the dataset was evaluated using Krippendorff’s

alpha which resulted in α = 0.45 [86]. For the modeling demonstration in [151], the

labels for each comment were aggregated into a single label using the mode of the label

set. However, the original dataset used here maintains the unaggregated labels.

There are several reasons why I chose this dataset. First, it is heavily influential in

data science for research and development in both academia and industry. Many machine

learning researchers have used the dataset for the training and testing of novel algorithms

[1, 16, 54, 112, 111, 43]. Jigsaw, a Google company, has also used the dataset to build

models of toxic online behavior for their Perspective API, a Software-as -a-Service (SaaS)
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platform which will return a toxicity score when provided with text from any platform [?].

Furthermore, Jigsaw has worked with Kaggle to run two separate competitions using the

dataset. One in which kagglers compete to build models optimized for maximum accuracy

[85] and the second, to optimize for both maximum accuracy and minimum “unintended

bias” [?], the latter of which uses an evaluation metric described in [18].

The second reason for choosing this dataset is that it is fairly representative of the

status quo of datasets for use in toxic comment classification in ways that are important for

model building. The data represents only the comment by the original poster which may

or may not be considered toxic and not the conversational or topical context surrounding

the comment. While some have argued that this is insufficient for making an accurate

determination [131], it has become a standard approach used in many of the proposed

systems over the last several years [1, 54, 112, 36, 43].

The third reason for choosing this dataset is that it is uniquely suited to studying

subjective perspectives toward a target concept because it includes unaggregated anno-

tations by each crowdworker and also contains basic demographic information (binary

gender, age range, education level, and whether English was their primary language).

Aggregated annotations only allow us to study and build models based on an aggregated

perspective and interpretation of the annotation task. This can lead to problems in which

the final model fails to represent large portions of a community simply because they were

not represented by the majority of crowdworkers. This is a legimate concern for models

built from this dataset given that we can see from table 4.2 that men contribute nearly

twice as many annotations as women, and those whose first language is not English con-

tribute about 4.75 times more annotations per comment than those whose first language
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is English. In addition to aiding the characterization of each annotator, the demographic

information allows us to relate the differences in perspective among annotators to existing

research studying the role of identity in experience with online toxicity [47, 46, 128].

number of annotators number of comments annotations
Overall 3591 (100%) 159686 (100%) 1598289

Gender
Men 2327 (64.80%) 159645 (99.97%) 889251
Women 1263 (35.17%) 153746 (96.28%) 457346
Other 1 (0.03%) 358 (0.22%) 358

Age
Under 18 79 (2.20%) 26172 (16.39%) 28160
18-30yo 1862 (51.85%) 159152 (99.67%) 708182
30-45yo 1247 (34.73%) 153597 (96.19%) 468455
45-60yo 296 (8.24%) 77860 (48.76%) 103127
Over 60yo 30 (0.84%) 9531 (5.97%) 9717
No Entry 77 (2.14%) 26518 (16.61%) 29314

Education
none 3 (0.08%) 925 (0.58%) 925
some 93 (2.59%) 32309 (20.23%) 35842
high school 1026 (28.57%) 148991 (93.30%) 381511
bachelors 1441 (40.13%) 156886 (98.25%) 540213
masters 546 (15.20%) 118367 (74.12%) 205425
professional 441 (12.28%) 106153 (66.48%) 168456
doctorate 41 (1.14%) 14075 (8.81%) 14583

Language
English is first language 666 (18.55%) 124267 (77.82%) 233793
English is not first language 2925 (81.45%) 159685 (100.00%) 1113162

Table 4.1. Wikipedia Toxic Comment Classification Dataset characterizing
the number of annotators, the number of comments annotated by these
annotators, and the total number of annotations broken out by gender,
age, education, and whether English was the annotator’s first language.
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annotations per comment
M SD Max

Overall 10.01 0.45 21

Gender
Men 5.57 1.66 17
Women 2.86 1.46 13
Other 0 0.05 1

Age
Under 18 0.18 0.41 3
18-30yo 4.43 1.62 16
30-45yo 2.93 1.5 11
45-60yo 0.65 0.78 6
Over 60yo 0.06 0.24 3
No Entry 0.18 0.43 4

Education
none 0.01 0.08 1
some 0.22 0.47 4
high school 2.39 1.37 10
bachelors 3.38 1.52 12
masters 1.29 1.07 7
professional 1.05 0.99 7
doctorate 0.09 0.3 3

Language
English is first language 1.46 1.17 9
English is not first language 6.97 1.61 19

Table 4.2. Descriptive statistics displaying the mean, standard deviation,
and maximum number of annotators per comment by gender, age, educa-
tion, and whether English was the annotator’s first language.

Tables 4.1 and 4.2 represent a summary of annotators and their contributions across

various demographic groups. While both men and women each cover most of the dataset

(99.97% and 99.28% respectively), the average number of men annotating a comment is

far higher (M=5.57 and M=2.97 respectively). This means that while coverage is similar,
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men may still consistently “outvote” women when it comes to content that is controversial

with respect to gender. The age groupings show a far more exacerbated bias with 85%

of annotators being between the ages of 18 and 45 years old. The intersections of these

demographic characteristics (e.g. annotators who both identify as female and are 45 to 60

years old) are much smaller. This presents a challenge when attempting to exhaustively

study intersectional identities with this data.

4.1. Summary

The Wikipedia Toxic Comment Classification is a popular and fair representation of

research in the space of automated content moderation. Comments are represented out of

context from the original discussions they appeared in as they are in many other datasets.

The pool of annotators is skewed in a way that advantages certain groups over others.

Little effort was put into understanding or resolving disagreements between annotators.

Other than being highly cited and representative of the research conversation in this area,

what makes this dataset uniquely suitable is its inclusion of unique annotator IDs relating

annotators to the specific annotations they contributed. This allows researchers such as

myself, to understand divergent patterns in annotator behaviors and how that might affect

the modeling task. In chapter 7, I’ll show how we can use typical clustering methods to

infer groups annotators with similar annotation behaviors. In chapter 8, I’ll show how

this information can be used in the Reflexive Data Science Framework.
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CHAPTER 5

Inferring Agreement Using Modern Document Similarity

Methods

In many crowd annotation projects for machine learning, data scientists will appropri-

ate common inter-annotator agreement methods used in social science, such as Krippen-

dorff’s α or Cohen’s κ [86, 87, 27], to measure the quality of annotations for a dataset.

While these measures are broadly accepted for this purpose, they focus on the aggre-

gate variability of annotations for each item at the expense of understanding variability

among the annotators themselves. Additionally, these measures produce one number that

is meant to represent the amount of agreement or disagreement among every judgement

made by every annotator to each piece of content they reviewed. This broad reduction

of the specific contexts in which disagreement occurs can make it difficult to identify

problems with annotations or the annotation process that might have downstream ef-

fects in machine learned models attempting to automate these judgements. While these

traditional measures of inter-annotator agreement can provide a helpful sense of data

reliability, we can conceive more powerful and actionable metrics that help us to iden-

tify specific annotators, groups of annotators, and types of content where disagreement

happens most. For example, understanding agreement through pairwise comparisons can

help us to identify groups which consistently and systematically disagree with each other.

The ability to identify these tensions opens up new possibilities for analysis, such as the
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ability to identify divergent interpretations of the annotation task and the types of con-

tent where judgements diverge the most. As such, this oversimplification of agreement

is an example of how the knowledge we construct as data scientists could be better situ-

ated in the specific contexts where they occur. Situating this knowledge, as described in

chapter 3 gives us the context we need to consider multiple perspectives simultaneously,

because we can more easily differentiate the pairs of annotators who agree from the pairs

of annotators who disagree. In this chapter, I describe some of the challenges in bringing

this richer and situated context to the measurement of inter-annotator agreement and the

technique I devised to overcome them.

In section 5.1, I’ll describe the motivation for using inter-annotator agreement metrics

in dataset curation for machine learning and natural language processing tasks as well as

the origins of these techniques in social science. In section 5.2, I’ll explain the assumptions

about the data which motivate the design of popular inter-annotator agreement metrics

and how they are limited in the context of subjective concepts and large-scale datasets

of a size typical for even a modest deep learning task. Section 5.3 describes inferred

agreement, the novel technique I developed to address the issue of annotator sparsity by

aligning data labeled by each annotator according to the data’s similarity. Section 5.4

describes an evaluation study of this technique using commonly annotated data as a held

out set of directly comparable annotations. This allows us to systematically compare in-

ferred agreement with observed agreement to understand whether the specific parameters

being used for the method are consistently aligned with the directly observed instances of
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agreement or disagreement. In section 5.5, I discuss how this technique enables new anal-

yses for understanding annotators, such as perspective mining, as well as new techniques

for modeling human behavior with labeled datasets.

5.1. Background

When curating a labeled dataset for machine learning, it is important to have a sense

of how reliable the labels are. Typically, when researchers and practitioners of machine

learning talk about “reliability”, they mean the extent to which a label for an item or

set of items would remain consistent even when the humans (i.e. annotators, users, other

stakeholders) making the judgement vary. However, recent research has argued that there

is a wide variability of our understanding of the term, reliability, within fields like CSCW

and HCI which have broad epistemological diversity that includes researchers from social

science and psychology as well as computer science [98]. This practice of measuring data

reliability stems from methods in content analysis, a common technique in social science

for measuring and analyzing particular types of content in a dataset [87]. Krippendorff,

author of a popular textbook on content analysis and inventor of one of the most com-

monly used methods for inter-rater reliability, describes reliability as being relative to

the research process: “a research procedure is reliable when it responds to the same phe-

nomena in the same way regardless of the circumstances of its implementation” [87]. In

this section, I compare common procedures in annotating data for content analysis, often

called “coding”, to research in crowd annotation, the process of annotating data using a

distributed community of independent annotators that is often used for datasets in ma-

chine learning. In doing so, I draw out important distinctions between the two approaches
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in how annotators are considered with respect to the labeling process and highlight ways

in which these differences may influence common agreement measures and our ability to

understand annotator and model positioning1.

Crowd Annotation Systems and Processes are Designed for a Much Larger

Scale. Alternatively, machine learning practitioners aiming to quantify a concept in a

much larger dataset are confronted with the challenges of data at this scale. The tra-

ditional content analysis approach would require too much of one annotator’s time to

annotate a dataset of this size in its entirety. While it is difficult to find a small set

of annotators who are willing to contribute hundreds (or thousands) of hours of their

time, platforms like Amazon Mechanical Turk and Figure Eight (formerly CrowdFlower)

have made it much easier to find hundreds (or thousands) of workers who can be paid to

contribute an hour or so of their time. To do this, dataset curators submit HITs (i.e.:

Human Intelligence Tasks) to the crowd work platform. HITs include the annotation

task or scheme and the price that the submittor will pay for each HIT completed. The

annotation task is a description of how the annotator should complete the task and often

comes in the form of a human-readable data point (e.g. text or an image from an online

community) and a prompt describing how the crowd worker should use the interface to

make their work contribution2.

Content Analysis and Crowd Annotation Approaches Disagree on How

To Interpret and Resolve Annotator Disagreement. Even when content analysis

1Refer to chapter 3 for annotator and model positionality in the event that you are reading this dissertation
out of sequence.
2For a more detailed description of the crowd annotation procedure and the HIT design for the toxic
comment dataset, please refer to chapter 4.
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coders3 have shared interest and expertise in the research domain, it is common for them

to refine their understanding through extensive training and by comparing their anno-

tations and talking through disagreements to reach a resolution. This resolution can be

incorporated into the coding procedure by refining the codebook 4 or the annotation task.

In most cases, coders have some interpersonal relationships that result in a shared context

that can be leveraged to reduce the ambiguity of the concept and the coding procedure.

In crowd annotation processes, annotators have no relation to each other and will often be

entirely unaware of any differences their annotations may have from those of their peers.

Early work investigating the use of crowd annotation for such datasets mostly interprets

annotation differences as “noise” or evidence of poor quality of work [129, 127] as op-

posed to a need for disagreement resolution or a choice moment to favor one perspective

over another. More recent work in social computing and human computation have be-

gun exploring crowd annotation system designs which allow for iterative redesign of the

annotation task [23] and disagreement resolution [124].

These works highlight a fundamental difference in how annotators are perceived and

employed in machine learning and content analysis: In content analysis, annotators are

a part of the research team and require whole team reflection and discussion to converge

on the same understanding of the target concept. In machine learning, annotators are an

interchangeable legion of assumed “non-experts” whose quantity, along with intelligent

management, may overcome their lack of quality in the annotation process. However,

these differences are probably as much the effect of differences in data annotation goals

3I use the term, coder, here in the content analysis sense which is analogous to the term, annotator,
commonly used in machine learning research.
4Codebooks are used to make complex annotation guidelines and decision making processes more detailed
and explicit.
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as they are the effect of differences in epistemological background. For social scientists, it

may be more important to have high confidence in the annotations for a small amount of

data, because having a deeper understanding of the target concept is often the goal. For

computer scientists, the goal is more often to show that the concept can be automatically

learned with a novel algorithm, because if software can learn this concept, then it can be

applied at a large internet scale and enable new kinds of AI.

Content Analysis is Often an Entirely Human Process. In content analysis,

Human “coders” work together to understand a concept similarly and apply that under-

standing to systematically “code” a dataset for that concept. In machine learning, human

“annotators” apply a similar process to a small subset of the data (i.e. labeled training

data) with the human annotation task being simply a means to achieving a model which

can make determinations (i.e. code) about a much larger dataset or be deployed as part

of a continuously running system (e.g. automated content moderation). Put another way,

for machine learning, annotation is a means to an end goal in which a larger dataset (e.g.

all of the content on a social media platform) can be classified or labeled, while for content

analysis, annotation is the classification and labeling process.

Content Analysis Allows for Subjective Interpretation. As a method born from

the social sciences where subjective interpretation and positional biases are often an openly

acknowledged and discussed aspect of the research process, content analysis allows for the

possibility that a concept is subjective and thus cannot be fully understood through one

singular description. Inter-annotator agreement measures can only measure the extent to

which a group of annotators or coders have applied similar annotations to similar datum.

It cannot explain whether agreement is low due to differences in subjective interpretation,
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differences in levels of attention to detail, concept evolution (i.e. the evolution of one’s

understanding of the target concept as they annotate more data) [88], or overall variability

in carelessness. However, content analysis procedures often include iterative analysis and

a dialog between coders so that there are opportunities to discuss the nature of their

differences and converge on a single interpretation. In cases where convergence feels

unnatural and differences of opinion cannot be ignored, the subjective differences might

be explored and disclosed in the published documentation. A recent study systematically

reviewed literature using crowd annotation for machine learning tasks and found that

most basic details of the crowd annotation procedure were absent, let alone descriptions

of subjective tension [60]. One potential use of the inferred agreement procedure detailed

in this chapter is to aid researchers using crowd annotation to better identify patterns of

disagreement which can be indicative of subjectivity. Disclosing this information with the

model to the software engineers or UX designers implementing the model in a final system

can help them to understand how the validity of the model’s judgements may break down

along subjective interpretations of the target concept. Accounting for this is critical to

the design and engineering of these systems.

5.2. “Missing Values” and Annotation Sparsity in Inter-Annotator

Agreement Metrics

Inter-annotator agreement metrics work best when every annotator has annotated

every item in the dataset. In this rare but ideal scenario, we can directly compare each

annotator’s response for an item with each other’s response, allowing us to understand

patterns of agreement as they relate to the unique contexts that each item in the dataset
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1 2 3 4 5 6 7 8 9 10 11 12

A 1.0 2 3 3 2 1 4 1 2 ∅ ∅ ∅
B 1.0 2 3 3 2 2 4 1 2 5 ∅ 3
C ∅ 3 3 3 2 3 4 2 2 5 1 ∅
D 1.0 2 3 3 2 4 4 1 2 5 1 ∅

Table 5.1. An example of 4 annotators (A,B,C,D) annotating a set of 12
items from Krippendorff [86]

presents. If annotators can agree uniformly in all the contexts presented by the dataset,

then our assumptions that they will also agree uniformly in all the contexts of the data’s

downstream applications are more likely to be true. While it is fairly common in content

analysis for social science research, it is rare to have so much overlap when annotating

datasets for machine learning.

For the purposes of this dissertation, I will consider any item that is not annotated

by a particular annotator as a missing value. For example, table 5.1 is an example of 4

annotators labeling 12 items from Krippendorff [86]. One of the annotators has missed

3 items, another missed 2 items, and the last 2 annotators each missed 1 item. For the

purposes of the work presented here, there is a total of 7 missing values out of the 48

annotations there would be if every annotator had annotated every item.

For many metrics and applications, missing values, defined as such, are not inherently

problematic. The absence of one annotator’s perspective on a particular item should not

unilaterally negate the validity of the dataset, because there can still be many more anno-

tators whose perspectives are represented and comparable in such a way that systematic

agreement can be measured. However, the reliability of a dataset is a complex issue in

which a determination made by a single metric might be insufficient or unnecessary [98].
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Most commonly applied inter-annotator agreement measures sidestep the issue of missing

values by measuring agreement with regard to individual items and their labels as op-

posed to the annotators themselves. For example, Fleiss’s κ [59] and Cohen’s multi-κ [34]

incorporate a simple pairwise agreement measure for all annotators who have annotated

a particular item, but the perspectives of the annotators who were not involved with the

annotation of that particular item are entirely ignored. As such, most agreement measures

entirely disembody the annotations from the annotators who provide them5.

Overlooking missing values at the item level may not be a big issue if there is a

reasonably large group of annotators each contributing annotations to most of the dataset,

but in the domain of crowd annotation for machine learning this scenario is increasingly

rare. Often, the dataset is randomly divided and distributed among many workers who

each contribute far less time, but collectively contribute enough annotations to cover the

full dataset with enough overlap for redundancy. However, redundancy in this sense is

considered on a per-item basis meaning that it only resolves the issue of a randomly

made poor judgement by an annotator and not systematic disagreement by a group of

people. For the toxic comment classification dataset, 73% of the annotators contribute

at least 400 annotations each and there are 10 annotations for each item. The per-item

framing used by many inter-annotator agreement metrics would consider this to be fairly

comprehensive coverage. After all, this is an exceptional amount of per-item redundancy

for such a large dataset. However, 400 items is only 0.25% of all possible annotator-item

pairs meaning that the expected proportion of the dataset that an annotator will have in

5One minor exception could be given to Cohen’s κw which first calculates the distribution of annotations
given by an individual annotator to be used in weighting the expected agreement value used to account
for agreement due to random chance. That said, Cohen’s κw is still only calculated at the item-level
ignoring patterns of annotation behavior in specific contexts by individual annotators.
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common with another annotator is 0.25%2 = 0.00000625% (about 1 single data point). If

we consider that each data point introduces at least some nuance that might highlight a

divergence between two annotators, this is hardly enough overlap between annotators to

establish whether two annotators tend to agree or disagree in a context important to the

target concept.

In summary, traditional inter-annotator agreement metrics focus on aggregate vari-

ability of annotations for each item at the expense of understanding variability among

the annotators themselves. Modern dataset annotation practices typically sample the full

dataset at random and distribute them to many annotators resulting in datasets where

two annotators are unlikely to have much annotated data in common from which to di-

rectly compare even when most annotators are contributing a reasonably large amount

of annotations. The Inferred Agreement method that I will describe next, in section 5.3,

addresses this issue in two ways. First, agreement is measured by the pair of annotators,

not by individual items. This enables downstream analyses and tasks to incorporate a

distribution of agreements in which each data point represents the amount of agreement

between a pair of annotators. Second, the inferred agreement process computes agree-

ment on a complete set of items between two annotators. This drastically simplifies the

comparison of annotations. The next section will go into further detail.

5.3. Inferred Agreement

The divide and conquer approach used in many dataset annotation procedures can

result in a great deal of per-item redundancy of annotations while still having so few

items in common between annotators that we cannot directly establish broad patterns
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of agreement among annotators. However, individual annotators of the toxic comment

dataset annotate an average of 370 items each. This number of contributions used in full

should allow us to establish a pattern that can be compared to those of other annotators.

However, current inter-annotator agreement methods focus only on items that each anno-

tator explicitly has in common with another. To make the best use of these annotations,

we can make the following hypothesis:

Annotators with similar perspectives of the target concept will annotate similar

items with similar annotations.

I will illustrate this with an example. Imagine that annotators c1 and c2 have each

annotated hundreds of items but they have no items in common from which annotations

can be compared to calculate agreement. However, some of the items they have each

annotated are very similar to items the other has annotated. My research posits that, if

we can effectively determine which pairs of items are similar, then we can compare the

annotations given to them by each annotator for the purposes of measuring agreement.

At a high-level, the inferred agreement algorithm (visually presented in Figure 5.1)

follows these steps:

(1) For two annotators, A and B, pair all the items annotated by A, IA, with all the

items annotated by annotator B, IB, such that the total number of pairs is equal

to |IA| × |IB|.

(2) Compute the document similarity for each pair of items, sim(iA, iB), for all iA ∈

IA and iB ∈ IB
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(3) With some threshold, s, take the subset of the pairs of items in which sim(ia, ib) >

s to be the pairs of data points, c(IA, IB) which are similar enough that their

annotations can be compared as if they were the same item.

(4) Compute agreement for the pairs of items in c(IA, IB)

Figure 5.1. Illustration of a walk through of the inferred agreement method.

While there is increased computational complexity overall, there is significant reduced

complexity in the agreement measure itself since the agreement measure no longer needs to

be concerned with missing values nor complexity added by considering multiple annotators

simultaneously. This means that the design of the agreement measure can be optimized for

the type of data (e.g. ordinal, categorical, numeric, etc.) and the research context without

needing to accommodate labeling inconsistencies. The agreement measure doesn’t need
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to be concerned with missing values since the inferred agreement approach only pairs

items that have been annotated by one annotator with those that have been annotated

by another annotator. Also, by averaging pairwise agreement measures (or analyzing a

distribution of them), there is no need for the additional complexity of a measure that is

needed to accommodate more than one annotator such as Fleiss’s kappa or Krippendorffs’

alpha [59, 86]. The resulting distribution of pairwise agreements can also be used for

more refined analyses and better decision making in the data annotation process.

5.4. Inferred Agreement Evaluation Study

To determine whether inferred agreement could be used to address the aforementioned

annotation sparsity challenges and be applied to perspective mining, we first need to

establish that the algorithm itself can be used to effectively infer annotator agreement

by leveraging similarity across items. To do this, we perform an evaluation study that

assesses the extent to which the inferred agreement technique yields results that align with

data from an observed “ground truth” dataset of annotator agreement. If the inferred

agreement algorithm produces results that highly correlate with actual records of observed

agreement, then we determine that the approach is an effective technique for inferring

agreement in datasets that are sparse with respect to annotator overlap. With this, I aim

to answer the following general research question in this study:

RQ1: Can the inferred agreement technique produce comparable results to traditional

observed agreement?

It is also important to note that inferred agreement performance may vary substan-

tially depending on the document similarity function chosen. Decisions regarding the
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input feature representation or the vector similarity measure can influence performance,

and there are also significant computational trade-offs that may result from choosing one

configuration or another. To address this, we evaluate the inferred agreement algorithm

across a range of input feature representations that span relatively weak but computation-

ally inexpensive bag-of-word approaches to stronger but more computationally expensive

vector semantic models and transformer models. Similarly, choosing different thresholds

for the similarity metric may also impact performance. Thus, in the following study

we evaluate the inferred agreement algorithm across a range of input feature represen-

tations (part 1) and similarity thresholds (part 2), and then compare the results to the

ground truth dataset of traditional observed agreement. Here, I further aim to answer

the following related research questions:

RQ2a: How does the choice of input representation influence inferred agreement per-

formance?

RQ2b: How does the choice of similarity metric threshold influence the number of

available items and inferred agreement performance?

5.4.1. Methodology

In this section, I detail the study methodology for validating the inferred agreement

technique. It leverages a set of available instances of observed agreement between pairs of

annotators and then assesses the inferred agreement approach based on set complements.

5.4.1.1. Sample Population. We draw a sample of annotators and annotations from

the larger Wikipedia Toxic Comments dataset described in chapter 4. Of the original

3,591 annotators in that dataset, there are 12,895,281 possible pairs of annotators that



71

could be considered. Of those, we were able to draw a sample of 4,681 pairs of annotators

that annotated 50 or more of the same items and provided some demographic information

(requirements for our analysis, but also a reminder of the vast sparsity of the annotator

overlap in the original dataset).

While this number of pairs is significantly fewer than the total possible number, it still

presents an opportunity for evaluating and optimizing the inferred agreement approach.

If the available annotators for our sample are a demographically representative subset of

the broader annotator population they were drawn from (see Figure 5.2), and the inferred

agreement score is highly correlated with an observed agreement score using the same

agreement measure (the central research question), then the inferred agreement approach

is, at the least, equivalent to its analogous observed agreement measure.

To determine whether our sample is representative of the broader annotator popula-

tion, I compared the demographic distributions of the entire population with those in our

sample. Figure 5.2 demonstrates that there are very minimal differences across most of

the demographic categories reported (gender, education and primary spoken language).

While some small differences exist between our sample and the overall dataset population

with regard to age—our sample exhibits an increased proportion of 18-30 year olds and a

decreased proportion of 30-45 year olds and 45-60 year olds—the differences are less than

5% in either direction. It is unlikely that such small differences are enough to invalidate

the sample for use in this experiment. Now that we’ve established that our sample is

demographically representative of the larger annotator population, we can proceed with

our investigation of inferred agreement performance.
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(a) Gender (b) Age

(c) Education (d) English As First Language

Figure 5.2. Each of these figures compares the annotators in the experimental
sample (blue) with the overall annotator population (red) as a proportion of the
total.

5.4.1.2. Datasets. Drawing on the data from our sample annotators and their corre-

sponding rated items, I developed two primary datasets that allow us to assess the per-

formance of the inferred agreement technique. The first is the observed agreement dataset

that serves as a “ground truth” dataset and the second is the inferred agreement dataset.

Observed Agreement Dataset: To develop the observed agreement dataset, I begin by

first selecting the pairs of annotators with at least 50 items commonly annotated between

the two of them. For each pair of annotators, we’ll consider these items to be IA ∩ IB
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where IA represents the set of items annotated by annotator A and IB represents the set

of items annotated by IB. This set will be used to compile the observed agreement dataset

(i.e., our study ground truth dataset) since, by definition, each annotator has annotated

all of the same items in IA ∩ IB. This allows us to work with the same simple agreement

functions as in the inferred agreement process, because there are no missing values and

no need to consider more than two annotators.

Inferred Agreement Dataset: To compile the inferred agreement dataset, we consider

only the relative complements, IA \ IB and IB \ IA. By exhaustively pairing the items

between the two sets, we create a domain in which the inferred agreement process includes

no pairs of items that are precisely the same item which will be the most common scenario

when applied to the full set of pairs of annotators.

5.4.1.3. Measures. To assess whether the inferred agreement algorithm produces re-

sults that effectively capture annotator agreement, I measure the extent to which the in-

ferred agreement scores correlate with observed annotator agreement scores (i.e., a ground

truth dataset). To begin, we need to first establish an agreement measure. Fortunately,

this agreement measure can be simplified and does not necessitate any of the additional

complexity that Krippendorff’s α or Cohen’s κ add to account for more than two anno-

tators or missing values. Since we want to capture the magnitude of disagreement, I use

root mean square error (RMSE) as our agreement metric, defined as:

(5.1) agr(LIA , LIB) = RMSE(LIA , LIB) = [
N∑
i

(LIAi
− LIBi

)2/N ]1/2

In equation 5.1, LIA , LIB are the sets of labels that correspond to the items in IA, IB

respectively. N is the total number of items being compared with N = |IA| = |IB|. I



74

chose RMSE, because the values can be interpreted as units of the original measure, i.e.

the likert scale evaluation in the annotation task. However, RMSE captures absolute

difference and not correlation. In situations in which one annotator chooses values that

have the same polarity as another annotator, but with greater magnitude, the cumulative

error will be high even though the correlation suggests a reasonable amount of agreement.

Alternative measures which alleviate this problem, such as Pearson correlation, can also

be used as long as they are appropriate for measuring the difference between two vectors

of equal length each containing no null values6.

Once RMSE scores are calculated, we then need a way to assess the extent to which

the inferred agreement patterns match the actual observed agreement patterns. To do

this, our primary outcome measure is Pearson’s correlation coefficient (r). This statistic

is used to assess the strength of association between the inferred agreement scores and

the observed agreement scores. If the inferred RMSE scores are highly correlated to the

observed RMSE scores, then it is likely that the disjoint data that the RMSE scores are

computed on to determine inferred RMSE is a similar representation of the agreement

between the two annotators as the observed RMSE computed from labels that each have

given to the same set of items.

We interpret the Pearson correlation coefficient in two ways: First, we consider the

magnitude of the score to provide an indication of the strength of association between

the observed and inferred agreement scores (RQ1). Traditional guidelines suggest a weak

relationship exists with scores ranging from .1 to .3, a medium relationship from .3 to

6I recommend using simple measures that are easy to investigate for suitability in the annotation task
being evaluated as opposed to traditional inter-annotator agreement measures which often incorporate
additional mechanics in an effort to account for situations in which annotators have not annotated the
same item or there are more than two annotators.
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.5, and a strong relationship from .5 to 1.0 [26]. However, given the goals of this ap-

proach, we hold the correlation to a higher standard whereby we consider anything less

than a correlation of .8 to be insufficient for our applied purposes. The second, and po-

tentially more directly effective way in which we make use of the correlation coefficient,

is as a measure to compare performance across various parameterizations of the inferred

agreement algorithm. This allows us to determine which input representations (RQ2a)

and similarity thresholds (RQ2b) are most effective as judged by their association to the

observed agreement scores.

5.4.2. Stage 1, Study Design: Manipulating Input Representation Conditions

As mentioned earlier in the chapter, document similarity functions are generally a com-

bination of an input vector representation (e.g. term frequencies, word2vec embeddings,

BERT embeddings, etc.) and a vector similarity measure (e.g. cosine similarity, eu-

clidean distance, etc.). In practice, most data scientists use cosine similarity because the

magnitude of the vector is often less meaningful to the task. With the vector similarity

function remaining consistent, this first study stage varies the input vector representation

to broadly cover the common distinct types of methods of vectorizing, or featurizing, text

data.

The goal of stage 1 of the study is to evaluate RQ1 and RQ2a and uncover whether

weaker input vector representations will yield less correlation between the inferred agree-

ment score and the observed agreement score than stronger input vector representations.

5.4.2.1. Bag-of-words. In this experiment, I use Bag-of-words representations as a

baseline for a vector representation of text that one might plausibly use in production.
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Bag-of-words (BOW) representations are the earliest form of text features and generally

count words with minimal consideration of their relation to each other. The simplest

bag-of-words representation is one which represents a document as a vector where each

element in the vector represents the term frequency for a unique word or token7 in the

corpus. These term frequencies can also include n-grams such as bigrams, sets of two

adjacent words, and trigrams, sets of three adjacent words. While term frequency repre-

sentations are simple, they remain a powerful representation for exploratory data analysis

given their ease of interpretation. However, they are very susceptible to words which

are so common that they have little practical value to modeling and data analysis. Of-

ten these include words that have been deemed “stop words” such as “the”, “at”, and

“which” as well as words used to ground the topic of a corpus, but have little meaning

within the corpus. To circumvent this issue, many will normalize the term frequencies by

their document frequency, i.e. the number of documents they appear in, to create a term

frequency-inverse document frequency (TF-IDF) representation[132]. TF-IDF represen-

tations operate under the assumption that if a term appears in most documents, then it

is less meaningful.

While the number of unique words to track for a vector representation can be very

large, most terms either occur too often to be useful or not often enough to be useful.

Additionally, including all or even most words can create an incredible amount of un-

necessary computational overhead. To avoid this issue, it is common to only include the

most common terms while excluding terms that are nearly ubiquitous. A more strategic

7Tokens are individual units of text. The main distinction between words and tokens is that text that
include misspellings or abbreviations could be considered the same word even if the characters are different
while tokens must have the same characters in the same order in order to be considered comparable.
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approach is to include only terms which have a reasonable amount of correlation (negative

or positive) with the classes being predicted. To achieve this, I took care to only check

correlation with the modal label of items in which the labels were nearly unanimous,

i.e. they had an extremely low standard deviation among the toxicity scores provided by

annotators.

With these approaches to bag-of-words representations in mind, I have included the

following vector representations in this experiment:

• Term frequencies of the 1000 most frequent unigrams (TF-1)

• Term frequencies of the 1000 most frequent unigrams and bigrams (TF-2)

• Term frequencies of the 1000 unigrams, bigrams, and trigrams that are most

correlated (chi2) with the classification labels (TF-3)

• TF-IDF of the 1000 most frequent unigrams (TFIDF-1)

• TF-IDF of the 1000 most frequent unigrams and bigrams (TFIDF-2)

• TF-IDF of the 1000 unigrams, bigrams, and trigrams that are most correlated

(chi2) with the classification labels (TFIDF-3)

For the purposes of this study, I will consider these to be the weakest form of text

feature representations. Term frequencies are broadly considered weaker than TF-IDF

representations. Including only unigrams is generally considered weaker than using both

unigrams and bigrams which are considered weaker than including unigrams,bigrams and

trigrams. All vectors here have a length of 1000 elements. However, strategically selecting

features with chi2 correlation to the class value should yield a much stronger representation

than simply including only the most frequent terms.
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5.4.2.2. Vector Semantic Models. While bag-of-words models focus on a word’s fre-

quency within a corpus or a document within that corpus, vector semantic models focus

on the meaning of words by leveraging the distributional hypothesis [76, 63]. The dis-

tributional hypothesis states that the extent to which the contexts surrounding the use

of words are similar is directly related to the semantic similarity of those words [58]. In

practice, this can mean that if two words appear near the same words with the same

frequencies, they tend to have a similar meaning. In addition to the semantic similarity

of words that appear in similar contexts, there is also the similarity of their connotation.

Words can have a similar dictionary definition, but if they are used in different contexts,

then they are more likely to be perceived as having different subtext.

Representing words by the contexts in which they appear can be done using a bag-of-

words approach, but the result is an extremely sparse and long vector for every word in the

corpus. Alternatively, approaches like word2vec and GloVe have addressed this by learning

dense representations which can pack similarly robust context information into a much

smaller vector [101, 115]. These word embeddings can be trained on massive corpora like

those which come from Twitter or Wikipedia to learn representations that incorporate a

breadth of information which might be suitable to many domains and tasks. To facilitate

this, off-the-shelf embeddings have been made publicly available by the authors of GloVe

for general use. For the purposes of this experiment, I used off-the-shelf GloVe models

trained on Twitter and Wikipedia of different vector lengths to evaluate both the effect of

training corpora on inferred agreement as well as the effect of vector length. An important

connection to make is that the Wikipedia-based vector semantic models were likely trained

on text that were authored and edited by the people who wrote the Wikipedia talk page
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comments that are annotated for the Wikipedia Toxic Comment Classification dataset.

GloVe is trained by creating a word co-occurrence matrix, X, in which Xi,j is the number

of times words, wi and wj co-occur within the same semantic frame. GloVe is considered

a weighted least squares regression model with a cost function, J as follows:

(5.2) J =
V∑

i,j=1

f(Xi,j)(w
T
i w̃j + bi + b̃j − log(Xi,j))

2

In equation 5.2, f(Xi,j) represents a weighting function with properties that f(0) = 0 and

that do not overweight words that are very rare or very frequent. The term wi is considered

the target word and represents the word for which we are learning a representation. w̃j

represents the context vector for wi. Terms bi and b̃j are bias terms for wi and w̃j

respectively. The GloVe model then represents each word as the sum of the target word

embedding vector wi and context embedding vector w̃j. Included in this experiment are

the following pre-trained GloVe embeddings.

• Glove trained on Twitter data - Vector Length of 25

• Glove trained on Twitter data - Vector Length of 100

• Glove trained on Twitter data - Vector Length of 200

• Glove trained on Wikipedia data - Vector Length of 50

• Glove trained on Wikipedia data - Vector Length of 200

• Glove trained on Wikipedia data - Vector Length of 300

• Word2vec trained on Google News data - Vector Length of 300

5.4.2.3. Transformer and Attention-based Models. Neural networks have advanced

the field of natural language processing by developing models with many parameters and
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structured layers that can better capture the relationship between words than either bag-

of-word models like TF-IDF or vector semantic models like GloVe. Neural network models

like Recurrent Neural Networks [53] work well to predict word sequences or determine

the probability of a word sequence given a training corpus, but recent advancements in

attention-based neural network architectures have provided state-of-the-art performance

in several common natural language processing tasks [37, 38, 152].

Attention-based neural network architectures use an attention mechanism to deter-

mine which words are most meaningful or most important for the training algorithm to

focus on in a given computational step. For example, when models like GloVe determine

the criteria for “co-occurrence”, they choose a semantic frame such as a window (e.g. the

5 words preceding and following the target word), the sentence, or the document. All

words within that semantic frame are considered of equal value with regard to computing

co-occurrence values. Attention-based models learn to understand which words are most

important to the target word given the task. Additionally, attention-based models repre-

sent words as they are being used in a specific context. This is very different than GloVe

which is a global representation that will represent a word with the same vector regardless

of its contextualized use. This ability to attend to particular aspects of a word’s context

allows the model to resolve issues with homonyms which would have confounded a GloVe

model and better represent the connotations that are implied through a word’s context.

Later, transformers were introduced as a way to enable a neural network architecture to

further leverage the attention mechanism in a way that makes representation learning

more efficient and more easily parallelized by deprecating reccurrent layers of the network

[138].



81

There are several models that use the transformer mechanism, with BERT and XL-

Net being among the most notable [37, 152]. One aspect that makes BERT unique

is its use of an autoencoder approach in which context words in the training data are

masked randomly while the learning algorithm attempts to predict these masked words.

This approach enables the learning algorithm to incorporate both context in front of the

target word as well as behind it. However, this approach assumes the masked words

are independent. This assumption breaks when one masked word provides the necessary

context for predicting another masked word. To avoid this issue, the XLNet approach

introduces the concept of permutation language modeling which uses autoregression to

predict a neighboring word. Normally, an autoregressive approach would only be limited

to either learn to predict the following context word or the previous context word, but

not both. By permuting the order of the context words and the target word, XLNet can

circumvent this problem while also overcoming the problem of predicting masked words

whose information is dependent on each other.While BERT is often credited with firmly

advancing the field of natural language processing in tasks like text classification, sentence

prediction, and question answering, XLNet has been shown to improve upon these per-

formances [152]. I include these two models in this experiment along with distilBERT,

a model which uses a knowledge distillation approach [21, 70] to capture nearly all of

the “knowledge” in BERT in a much smaller model that can run much faster at inference

time and use far fewer resources to fine-tune to specific tasks [121].

• BERT - Vector Length of 768

• DistilBERT - vector Length of 768

• XLNet - Vector Length of 768
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5.4.3. Stage 2, Study Design: Manipulating Similarity Threshold Conditions

In addition to the input representation, a critical parameter of inferred agreement is the

threshold that is set for what should be considered similar enough to compare annotations.

This is important to consider because if the threshold is too low there will be many pairs

of items that are not appropriately comparable. Including these extraneous pairs can

dilute the information we get from pairs which can be compared appropriately. If the

threshold is too high, there will be too few pairs of items to use for comparison. Given

that context can be especially important in understanding subjective decisions, a high

threshold for similarity could prevent some of the more rare, but important, situations in

which annotators disagree. An example using automated content moderation would be a

situation in which two annotators are likely to agree on most cases, but have important

differences in perspective when it comes to gender, sex, or sexual harassment. If the

threshold for the similarity of content to be compared is too strict, we might lose the

opportunity to compare annotations for types of content that are particularly relevant to

the target concept.

The goal of stage 2 of the study is to examine RQ2b and to understand how variations

in the similarity threshold by model type affect the correlation between inferred and ob-

served agreement, and how it affects the number of items being considered as similar for

a particular document similarity approach. The following configurations are assessed:

• Six similarity threshold settings: .85, .875, .90, .925, .95 and .975

• Five model types: TFIDF-3, GloVe-Wiki-Gigaword-50, GloVe-Wiki-Gigaword-

300, DistilBERT, XLNet
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Table 5.2 presents a summary of the various model configurations examined across

both stages of the evaluation study.

Study stage 1: Input representations

Model Type and Parameters
(weakest) Bag-of-words models • TF-1 (unigram)

• TF-2 (uni-, bigram)
• TF-3 (uni-, bi-, trigram w/chi2)
• TFIDF-1 (unigram)
• TFIDF-2 (uni-, bigram)
• TFIDF-3 (uni-, bi-, trigram w/chi2)

Vector semantic models • Glove, Twitter, length 25
• Glove, Twitter, length 100
• Glove, Twitter, length 200
• Glove, WP, length 50
• Glove, WP, length 200
• Glove, WP, length 300
• Word2Vec, Google News, length 300

(strongest) Transformer / Attention-based models • BERT
• DistilBERT
• XLNet

Study stage 2: Similarity thresholds

Model Type Similarity Thresholds
TFIDF-3 {.85, .875, .90, .925, .95, .975}
GloVe-Wiki-Gigaword-50 {.85, .875, .90, .925, .95, .975}
GloVe-Wiki-Gigaword-300 {.85, .875, .90, .925, .95, .975}
DistilBERT {.85, .875, .90, .925, .95, .975}
XLNet {.85, .875, .90, .925, .95, .975}
Table 5.2. Summary of Stage 1 and Stage 2 Study Conditions
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5.4.4. Results

In this section, I begin by reviewing the results that address the first stage of the study

and aim to reveal the performance of the inferred agreement approach (RQ1) as it varies

along the dimension of weak to strong input representations (RQ2a). The second section

examines how varying the similarity thresholds (RQ2b) influences performance on a subset

of the best performing model types identified in the first stage of the analysis.

5.4.4.1. Stage 1: Assessing the Performance of Inferred Agreement and the

Effect of Input Representations. Figures 5.3, 5.4, and 5.5 plot the inferred RMSE

(y-axis) against the observed RMSE (x-axis) for each pair of annotators who have at least

50 items commonly annotated. The Pearson’s correlation coefficient (r) is displayed above

each plot. The subplots are organized such that theoretically weaker model representa-

tions are in the top-left corners and the theoretically stronger model representations are

in the bottom-right corners. Some of the Bag-of-words plots in figure 5.3 include pairs of

annotators who did not have any pairs of items that met the similarity threshold. These

data points are represented as having an inferred agreement of zero and can be seen at

the bottom of the plots. These data points are removed from consideration in calculat-

ing Pearson’s correlation coefficient, but they are not removed from consideration in the

plotting of the line of best fit.

In theory, the bag-of-words models should perform the worst of all models because they

lack a consideration of context for each word and simply counting the number of times a

term is used in a short text is generally considered to have less practical information than

the semantic context of use (e.g., as found in a word embedding). While this is generally

true when based on the traditional approaches which focus on the more frequent unigrams
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Figure 5.3. The top row of plots represent term frequency models and the
bottom row of plots represent term frequency models normalized by doc-
ument frequency (TFIDF). The columns from left to right represent ap-
proaches using 1.) 1000 most frequent unigrams, 2.) 1000 most frequent
unigrams and bigrams, 3.) the 1000 unigrams, bigrams, and trigrams which
are most correlated with the class labels.

and bigrams (r = 0.597 and 0.596, respectively), the models represented in the column on

the right of figure 5.3 show that by strategically selecting uni-, bi- and trigram features

that correlate well with more incontrovertible class labels, we can achieve a correlation

between inferred agreement and observed agreement (e.g., r = 0.809) that is on par with

approaches that use much more sophisticated, and often more computationally intensive,

language models.
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Evidence supporting the normalization of term frequencies with document frequency

for inferred agreement is mixed. When including only the 1000 most frequent unigrams

in the language model, it seems that raw term frequencies perform slightly better (r =

0.597) than the same model using words with the 1000 highest TF-IDF scores (r =

0.584). Document frequency normalization has been known to fail when the use of a

term is frequent, but still specific enough to be informative. When this is the case, those

informative features are down-weighted below the cutoff point (top 1000) that we are

using even though they may still offer a great deal of information. Alternatively, feature

selection that instead use a more task specific approach, such as correlation with a class

label, can make more judicious feature selections. In the right column of figure 5.3, we see

that when using the chi2 feature selection strategy and including bigrams and trigrams,

TF-IDF seems to perform better (r = 0.899) than the raw term frequencies (r = 0.809).

Word embedding approaches, like GloVe, Word2Vec, and FastText, use information

regarding the distribution of word co-occurrences in a corpus [115, 101]. As such, they

are, in theory, stronger representations than term frequencies or their document frequency

normalized counterparts. The results shown in figure 5.4 mostly support this with r-values

similar to those of the best performing bag-of-words model (TF-IDF with chi2 feature

selection). The upper row displays the results of publicly-available models that were

trained using roughly 2-billion tweets randomly selected from Twitter (r values ranging

from 0.890 to 0.897). The lower row displays the results of publicly-available models that

were trained using the text from all Wikipedia articles as of 2014 as well as the English

Gigaword 5th edition corpus8 (r values ranging from 0.902 to 0.909). Given that the

8The English Gigaword 5th edition corpus is an archive of newswire text compiled by the Linguistic Data
Consortiume (LDC). The most recent newswire text included in the corpus is from 2010
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Figure 5.4. The top row of plots represent Glove models trained on Twit-
ter data with embedding lengths of 25, 100, and 200 from left to right.
The bottom row represents Glove models trained on Wikipedia data with
embedding lengths of 50,200, and 300 from left to right.

representations in the lower row are trained on text that has likely been created or edited

by the authors of the text in the toxic comment classification dataset, it is not surprising

that this model performs better for inferred agreement.

Looking from left to right, we see an increase in the dimensionality of the seman-

tic vector space used to train these models (from 25 to 200 for Twitter, and 50-300

for Wikipedia-based GloVe representations). We might expect that representations with

higher dimensionality provide better representation since there are more degrees of free-

dom to capture the information in the corpus. While the resulting r-values provide some
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support for this assumption, the differences between the 25 and 100 element length of

the Twitter-based GloVe representations are much greater than the differences between

the 100 and 200 element length Twitter-based GloVe representations. We see a similar

pattern between the representations of length 50, 200, and 300 for the Wikipedia-based

GloVe representations. This pattern seems to suggest that there are diminishing returns

for increasing the dimensionality of the document vector. It’s also important to note that

the Wikipedia-based Glove vector of length 50 performs comparably to the TF-IDF with

chi2 feature selection but with a much smaller vector representation and thus a much

smaller memory footprint.

Figure 5.5. Subplots from left to right: distilBERT, BERT, XLNet

Figure 5.5 shows the results of three pre-trained models which use the transformer

approach with the distilBERT model unexpectedly performing best despite the use of

distillation during the pre-training process. One possible explanation for the significant

increase in performance compared to BERT is that the model has far fewer parameters

(66 million vs. BERT’s 110 million). With the knowledge distillation process significantly

reducing the number of unnecessary parameters with the purpose of keeping the model’s

inductive biases intact, the model may be able to generalize better to new scenarios
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(a) (b)

Figure 5.6. Shows the changes that occur as the threshold for what is con-
sidered “similar” for inferred agreement varies from 0.85 to 0.975. On the
left, Figure 5.6a shows the change in Pearson’s R while Figure 5.6b, on the
right, shows the change in the number of items considered “similar enough”.
Note that figure 5.6b is scaled logarithmically for easier comparison between
the TFIDF model and the word embedding models.

because there is less learned structure specific to the context of the training environment.

Overall, the distilBERT model performs comparably to a bag-of-words model with good

feature selection and the GloVe word embedding that was trained on Wikipedia language

similar to the language in the toxic comment corpus.

5.4.4.2. Stage 2: Assessing the Influence of Similarity Threshold on the Num-

ber of Items and Inferred Agreement Performance. In the second stage of the

study, I turn to examine the impact that varying similarity thresholds has on inferred

agreement performance. Figure 5.6 shows the effects of increasing the similarity thresh-

old which dictates which pairs of items from two annotators are considered similar enough
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to be appropriately comparable for inferred agreement. Figure 5.6a, on the left, shows

the effect of increasing the similarity threshold on the final Pearson’s r-value for several

prime candidates for inferred agreement. Figure 5.6b, on the right, shows the effect of the

increasing the similarity threshold on the average number of items being considered simi-

lar for each pair of annotators. Overall, the TF-IDF model has a much lower distribution

of similarity scores for the pairs of items being compared. As a result, this model presents

far fewer pairs of items that the inferred agreement method can leverage for each pair of

annotators and occasionally it cannot find any items above the similarity threshold at all.

Of the models showing potential for inferred agreement, distilBERT seems to be the

most sensitive to changes in the similarity threshold in this range. Using distilBERT, the

inferred agreement score’s correlation with observed agreement drops from an r-value of

0.905 to 0.621. Given that there is a similarly significant decrease in the average number

of items being considered similar, it is likely that the higher thresholds are filtering out

pairs of items that are important for inferring agreement. With the exception of XLNet,

other models also show significant decreases in what is considered similar though none

have quite as severe an effect on the correlation. The inferred agreement process using

XLNet seems to lose very few pairs of items as the similarity threshold is increased. There

is also a slight increase in the correlation that corresponds with negative changes in the

number of items being considered similar. This likely means that within the distribution

of similarity scores using XLNet and cosine similarity there are far too many pairs of items

in the range greater than the highest similarity threshold that I used in this experiment

(0.975). It is possible that by normalizing the distribution or by choosing an even higher
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threshold, XLNet may be able to yield better performance in the inferred agreement

process.

Of all the models, the GloVe-Wiki-Gigaword-50 model appears to achieve the best

performance of all the models with a similarity threshold of near 0.95. This performance

is even better than Glove-Wiki-Gigaword-300 which was trained using the same data and

process, but with an increased vector length. This longer vector should, in theory, better

represent the semantic space. However, it could be that this simpler model offers better

generalization to new contexts compared to its more complex counterpart because of the

occam’s razor dynamic similar to the relationship between distilBERT and BERT in the

first stage of the analysis.

5.5. Discussion & Conclusion

In section 5.4, I show that with a representative sample of the overall dataset popu-

lation (see figure 5.2), a reasonable document similarity measure (sections 5.4.4), and a

similarity threshold which will effectively filter in only pairs of items that are so similar

that valid comparisons between their annotations can be made, inferred agreement signif-

icantly correlates with observed agreement. This means that inferred agreement is likely

to accurately assess agreement when applied to the full dataset.

Inferred agreement allows data annotations to be evaluated using more direct compar-

isons between annotators and incorporates the underutilized information from items that

annotators do not have in common with each other. This is accomplished by comparing

pairs of items from pairs of annotators based on the assumption stated in section 5.3

that annotators with similar perspectives of the target concept will annotate similar
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items with similar annotations. For social scientists who are more concerned with

the study of the target concept, this method may be adding a great deal of unnecessary

computational complexity when more traditional methods would suffice to validate the

labeled dataset. However, this method does scale well to modern annotation practices of

datasets, common in machine learning tasks, which are too large to have even moderately

comprehensive annotation coverage by a single annotator and must rely on a large crowd

of annotators tackling relatively small subsets of the overall corpus. This ability could be

useful for social scientists interested in studying agreement relationships between many

pairs of interlocutors.

Inferred agreement also offers a great deal of flexibility in the computational pipeline.

Text representations and document similarity measures can be interchanged to optimize

for speed and accuracy as long as there is a representative sample of pairs of annotators

who have enough data in common to use for evaluation. Furthermore, the agreement

measuring itself is done at the annotator pair level with no missing values 9. This signifi-

cantly reduces the mathematical complexity of the agreement metric and makes it easier

to interpret agreement at both the annotator pair level and the aggregate level.

Using inferred agreement at the annotator pair level, dataset curators can analyze

the distribution of agreements to better understand patterns of disagreement which may

indicate problems with the annotation task or help us to understand the subjectivity in

the target concept. For example, the data curator could investigate agreement between

subsets of annotators distinguished by their demographic traits to better understand

annotator bias. One challenge with this is that demographic information may not capture

9There are no missing values at the agreement level in the way that we have defined missing values in
section 5.2.
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the aspects of an individual that specifically relate to their beliefs, values, perspective or

mental model of the annotation task or target concept. I’ll attempt to address this issue

in the next chapter by introducing perspective mining, the use of clustering techniques to

better understand shared and divisive perspectives in the context of a corpus, annotation

task, and target concept among a pool of annotators.

While the study in section 5.4 seems to show that GloVe embeddings trained specifi-

cally on Wikipedia data tend to yield the best results, it is important to tailor the vector

representation, vector similarity metric, and similarity threshold for specific use cases

using an experimental approach similar to the one I detail in section 5.4. Each corpus

presents unique language distributions and each target concept presents unique challenges

in operationalizing an algorithmic sense of “similarity”. Future work in inferred agree-

ment could investigate a more principled process for tailoring the approach to specific

data curation goals.
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CHAPTER 6

Annotator Fingerprinting

In this chapter, I present a technique for representing annotators based on the labels

they applied and what they were applied to. Annotator Fingerprinting aims to first

characterize the types of data in the broad corpus and then quantify the labels applied to

each type of data by an annotator such that the representation allows for valid comparisons

regardless of the amount of overlapping content each annotator has labeled. This approach

allows us to not only compare annotators as we can with Inferred Agreement, but also

to investigate the types of content which yielded the similarities and differences between

annotators. In section 6.1, I’ll explain the Crowd Truth framework and how it motivated

the approach [72, 6, 7]. In section 6.2, I’ll discuss the general approach and provide

further detail on how it was implemented for the purpose of position mining with the

Toxic Comment Classification dataset. In section 6.3, I’ll provide a few example analyses

which would be difficult or impossible to do with other representations. Section 6.4 will

conclude the chapter by discussing possible future directions for researching the approach.

6.1. Motivation

Crowd Truth is an ongoing research thread in crowd annotation that has been par-

ticularly compelling with regard to developing a richer understanding of the variety of

dynamics between annotators, annotations, and the content being annotated [5, 6, 7,

48, 49, 130]. The framework starts with the intuition that annotator reliability metrics
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(a)

(b)

Figure 6.1. The left displays the semiotic triangle and how it relates to the
triangle of disagreement. These figures are reproduced from [106] and [6]
respectively. The right shows the triangle of disagreement in the context of
the items being labeled, the crowd workers, and their labels (5-point Likert
scale).

should not only allow for disagreement to be represented, but to foster disagreement

between the workers [130, 5]. This is because disagreement is more often a signal of

semantic ambiguity than worker error. Crowd Truth aims to design the right tools, pro-

cesses, and metrics to differentiate between error and semantic ambiguity such that we

can elicit more information about the concreteness or ambiguity of the target concept.

At the core of Crowd Truth is the triangle of disagreement which represents the re-

lationships between the annotators, the labels, and the items being labeled such that

metrics can be designed by studying the distribution of values across one axis to learn

about the other two [6]. Figure 6.1b shows an example usage of the triangle of disagree-

ment organized as one might for the toxic comment dataset used in this thesis. The result

of a single worker annotating a single item is represented by the binary vector within each



96

row of the tables representing each worker. This is referred to as the worker-unit vector,

Vw,u where w represents the specific worker and u represents the specific item, or media

unit as they are referred to in the Crowd Truth framework [130]1. The Media Unit vec-

tor, Vu, can be computed by summing all worker-unit vectors for a particular media unit:

Vu =
∑

w Vw,u. This representation can be used for measuring worker-worker agreement

by doing pairwise comparisons between each pair of sentence vectors for a worker.

The triangle of disagreement is a powerful way to debug an annotation task, but

when there is little overlap between annotators these metrics have much lower validity, a

problem mentioned in several of their publications [6, 49]. To resolve this, we can use

data analysis techniques, such as topic modeling, to decompose media units into more

fundamental and comparable parts. This approach effectively sacrifices the specificity we

get from measuring annotation behaviors by specific media units in favor of better validity

with respect to annotator comparisons. In essence, the annotator fingerprinting approach

creates a matrix representation of the annotator that can be used to derive agreement

metrics and analysis methods like those proposed by the CrowdTruth framework, while

the inferred agreement approach is itself an agreement metric. In the next section, I’ll

explain how topic modeling can be used to mitigate the annotator sparsity problem by

developing a “fingerprint” of annotation behavior for each annotator.
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Figure 6.2. Illustration of the annotator fingerprint for a single worker in
which all of the fingerprinting features extracted from documents that were
given a particular label by the annotator are aggregated together to create
a single vector. The fingerprinting vectors for each label type become the
columns of the annotator fingerprint matrix.

6.2. The Annotator Fingerprinting Process

Here, I am defining Annotator fingerprinting as the process of developing a pragmatic

representation of annotators with regard to the items they label and the labels they at-

tribute to them. While similar to the concept of task fingerprinting described in [120],

this process aims to be specific to the task and to make valid comparisons between annota-

tors even when annotators have commonly annotated few items. Additionally, the format

of the annotation fingerprint is intended to be compatible with many of the measuring

concepts described in [130, 6, 4].

1The terminology here is slightly modified to make it more readable and generalizable beyond the initial
example use of relation extraction in the original publication in which each media unit is a single sentence
extracted from the original document. Here, Instead of referring to sentences, I generalize by borrowing
the term “media units” used in later work on Crowd Truth to reflect the use in this thesis.
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6.2.1. Topic Modeling

Figure 6.3. A plot of the number of topics for a Latent Dirichlet Allocation
model versus the resulting perplexity. The red line represents the perplexity
on a held-out test set (10% of the corpus randomly sampled), while the blue
line represents the perplexity on the training set. Lower perplexity means
the topic model is more capable of recreating the dataset.

Even the most prolific annotator of the Wikipedia Toxic Comment Classification

dataset has only labeled 0.3% of the complete dataset. Thus, comparing annotators

only by the data they have both contributed won’t result in valid measurements. In order

to make an annotator fingerprint represent annotators in a way that we can effectively

compare their annotation behaviors, I have chosen to use topic modeling.

Topic modeling is a type of text mining used to identify recurring patterns of co-

occurring words in a corpus. Topics are typically represented as the distribution of words

that were assigned to it by the algorithm. In Latent Dirichlet Allocation, this distribution

can be thought of as the pseudocount representing the number of times a word, w, was

assigned to topic, t. Sorting these words for the highest count for a topic yields a collection
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of words that typically describe that topic well. Table 6.1 shows the topics and the words

which comprise them for the topic modeling process used in this thesis.

By decomposing each document in the corpus into a set of core components to be

measured, we can compare annotators by their affinity for attributing certain labels to

documents with each of these components. To create the annotator fingerprint, we can

group all documents labeled by an annotator by the label they attributed to it and then

aggregate these topic vectors. The result is a representation like the one shown in figure

6.2 where each row represents a topic and each column represents a label. This represen-

tation directly satisfies the relation and worker components of the semantic triangle and

indirectly satisfies the Media Unit component through topics that were mined from the

text.

In topic modeling, a decision about the number of topics to find must be made prior to

learning the model. I evaluated models ranging from 2 to 20 topics and calculated their

training perplexity and perplexity on a held out test set as can be seen in Figure 6.3.

Models which learned 13 and 15 topics performed best with nearly identical perplexity

scores of 1564. The model with 13 topics was chosen for having word sets which seemed

slightly more coherent. In addition to the number of topics chosen, the following partially

subjective decisions were made while pre-processing the corpus for a more practical topic

model:

• All words were cast to lowercase.

• Unigrams and bigrams were used.

• Term frequencies were used without document frequency normalization2.

2In testing, document frequency normalization typically yielded higher perplexity when models were
evaluated on a held-out test set.
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• Unigrams did not include stop words, but bigrams could.

• Unigrams were limited to adjectives, nouns, verbs, and adverbs.

• Each token could only appear in, at most, 90% of the documents

• Each token was required to appear in no less than 2 documents.

• Only the 4000 most frequent unigrams and bigrams were used.

topic Top 10 unigrams and bigrams

1 source, link, add, wikipedia, information, article, reference, remove, reli-
able, be not

2 page, talk, thank, talk page, article, on the, thank you, comment, dis-
cussion, the page

3 wikipedia, question, page, help, welcome, hope, ask, edit, hope you, talk
4 image, —, use, style, color, background, copyright, align, the image, fair
5 i be, do not, i do, think, know, i have, go, see, would, i will
6 fuck, be a, go, you be, suck, shit, i be, u, fuck you, ass
7 if you, wikipedia, like, block, edit, like to, continue, would like, page,

hate
8 edit, block, user, wikipedia, editor, revert, make, i have, i be, you be
9 say, be not, it be, do not, people, be a, fact, that be, there be, be the
10 article, of the, the article, in the, it be, would, section, use, there be, be

a
11 deletion, article, delete, tag, the article, , speedy, may, speedy deletion,

do not
12 list, n**g*r, year, game, list of, n**g*r n**g*r, old, be a, film, show
13 of the, in the, name, to the, ., be the, and the, state, be a, country

Table 6.1. The 10 unigrams and bigrams most commonly attributed to each
topic.

6.3. Disagreement Metrics and Analysis with Annotator Fingerprints

When a crowd annotation process yields a low inter-rater reliability, it is often difficult

to know whether it is the fault of the annotation task design (e.g. poor choice of options

to choose from or poor description of how to choose options), the crowd workers, or items
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which are ambiguous in the context of the annotation task. Several papers which use

the Crowd Truth framework for annotation have developed measures which can help to

debug and diagnose these issues [7, 130, 50]. In this section, I will adapt some of these

measures to the annotation fingerprint and show how they can be used to yield a better

understanding of the diverse perspectives that annotators hold.

6.3.1. Topic and Relation Clarity

Soberon et al. introduced the concept of sentence clarity as a way to understand how well

the most prevalent relation (i.e. annotation or label) represents a particular sentence or

media unit. To find sentence clarity, the label(s) provided by each annotator for an item

are converted to vector form in which each element represents whether or not the item

should be labeled for a particular relation. In the context of classification tasks in which

classes are mutually exclusive, this is equivalent to a one-hot encoding. Each annotator’s

work is represented as an |I|×|L| matrix in which I is the set of all items to be annotated

and L is the set of all labels. These matrices are then summed to create a new |I| × |L|

matrix in which each cell represents the total number of times a label, l, was attributed

to an item, i. L-1 normalization is then used so that the values of each row sum to 1. The

maximum value of this normalized vector is then taken to be the sentence clarity [130].

This approach can be adapted for annotation fingerprints where the only difference is

that instead of the rows representing individual media units, i.e. a document or sentence

to be annotated, the rows represent the topics found in the corpus through topic modeling.
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Topic clarity can be found using the following formula:

(6.1) topic clarity = maxrelation(||Vtopic||)

Where Vtopic is a single row of the annotation fingerprint matrix representing a single

topic. This measure helps us to understand how well a topic is represented by the label,

or relation, most often attributed to documents comprised of this topic.

Relation clarity was also introduced by Soberon et al. to understand how the most

exemplary data fits with a particular label. The process for deriving relation clarity

similarly uses the L-1 normalized |I| × |L| matrix, but instead of taking the maximum

value (relation) for each row (topic) to understand the upper limit of the most appropriate

label for representing that topic or media unit, we take the maximum value (topic) of the

column (relation) to understand the upper limit of the most relevant topic to represent

the label.

Figure 6.4 shows both topic and relation clarity highlighted in the aggregated and

normalized annotation fingerprint. In this matrix, we can interpret the higher relation

clarities to mean that there were fewer inconsistencies between annotators with respect to

that relation (a.k.a. annotation or label) and the highest topic clarity to mean that there

were fewer inconsistencies between annotators with respect to that topic. Here, we see

that the topic clarity for 9 of the 13 topics is often driven by neutral or positive content

(annotations greater or equal to 0). Of the remaining 4 topics in which clarity is driven by

negative content, 3 were driven by moderately toxic content and 1 by severe toxic content.

Not only is topic 6 the only topic that is consistently labeled as severely toxic, it is also

the topic with the highest topic clarity. Similarly, the severe toxic label (−2) is also the
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(a) (b)

Figure 6.4. Each matrix represents the sum of all annotator fingerprints
with each row L-1 normalized. On the left, the topic clarity is represented
by highlighting the highest relation value for each topic. On the right,
the relation clarity highlighted in yellow is the highest topic value for each
relation. The labels of each of the columns are the numeric representation
of the likert scale annotation task ranging from “very toxic” (-2) to “very
healthy” (+2).

label with the highest relation clarity. What we can infer from this is that while there

are similarly high ambiguities when it comes to labeling moderately toxic content, neutral

content, moderately healthy content, and healthy content, annotators have similar mental

models when it comes to labeling severely toxic content. In chapter 7, these measures

will be used to explore the differences in groups of annotators derived from the position

mining process.
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6.3.2. Worker-Topic Agreement Score

In the crowd truth framework, the Worker-Media Unit Agreement [48], also known as

the Sentence Similarity Score [130], is the cosine similarity of a workers label vector for

a media unit and the aggregated vector of all other workers’ label vectors for that same

media unit. While the media unit or sentence clarity scores provide a general sense of the

variation in annotations for a particular item, the worker-media unit agreement contex-

tualizes the worker with regard to a media unit and the labels of the other workers. We

can similarly adapt this metric to worker-topic agreement to characterize the contexts in

which a worker tends to diverge from their peers. Unlike the worker-media unit agreement

metric, worker-topic agreement agreement is aggregated across many items of data in a

trade-off between interpreting the metric with regard to a specific item and the ability to

make valid comparisons between annotators 3.

There are many ways we can operationalize the worker-topic agreement score. We

might make the assumption that poor quality workers or spam workers diverge from their

peers unilaterally in all contexts, while workers who simply have unique perspectives

diverge from their peers only in specific contexts. To further validate this assumption, we

might say that workers who diverge from their peers are likely to not be alone in their

divergence, a question I’ll explore more in chapter 7.

For examples of worker-topic agreement, see figure 6.5. Figure 6.5a shows the 5 anno-

tators with the highest averaged worker-topic agreement scores. While worker 1172 has

the highest average worker-topic agreement score, they also have the lowest score among

3I use the term worker here instead of annotator to be better aligned with the terminology in the
CrowdTruth framework. Note that they mean the same thing in this thesis.
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(a)

(b)

Figure 6.5. (a): The annotators with the highest mean worker-topic agree-
ment scores. (b) The workers with the lowest worker-topic agreement scores.

these 5 annotators for topic 5, a topic that generally has very low clarity and a somewhat

bimodal distribution of topic-relation scores (Figure 6.4a) with the highest clarity coming

from both the moderately toxic and moderately healthy labels. Figure 6.5b shows the 5

annotators with the lowest averaged worker-topic agreement scores.

6.3.3. Worker-Worker Agreement

The crowd truth framework generally offers a couple ways to make direct comparisons

between workers with regard to the items they labeled and the labels they attributed

to them. These agreement measures are central to the use of clustering algorithms for

position mining as they can serve as the similarity function. Many of the published

applications of the Crowd Truth framework use categorical data in a multi-label task in

which labels are not mutually exclusive and more than one can be applied to a single media



106

unit or item [130, 6, 5, 50]. For these multi-label classification tasks, the use of a metric

that is equivalent to percent agreement can be justified. However, the data in the toxic

comment classification challenge is at least, ordinal, and at most, numeric. Fortunately,

the 3-axis tensor representation of the relationships between annotators, annotations, and

the items being annotatoed in the Crowd Truth framework offers a great deal of flexibility

and opportunity for designing new metrics which meet the needs of different applications.

The Annotator Fingerprinting approach similarly enables this flexibility, but trades the

specificity of the “media units” axis of the CrowdTruth tensor for generalizability of the

“topics” axis of the annotator fingerprint. This enables the data scientist to get most of

the benefits of the CrowdTruth framework without needing to adhere to the requirement

that annotators label nearly all the same data.

The approach being used for position mining in this thesis is what I’ll call Annotation

Fingerprint Agreement or AFA. In this approach, each worker’s annotation fingerprint

is transformed into a 1-dimensional vector in row major order (by topic) of the original

matrix. These vectors are then compared with cosine similarity. Other approaches can

be devised by drawing inspiration from image similarity in which matrices are compared

for structural similarity [142] or from other CrowdTruth similarity measures which are

based in measuring divergence from the average worker-label vector [48].

6.4. Conclusion and Future Work

Annotator fingerprints are an extension of the Crowd Truth Framework that allow

for the common condition in modern crowd annotation in which there are many anno-

tators who have each annotated a relatively small proportion of the full dataset. This
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is achieved by establishing a way of characterizing the content of the corpus in a way

that is independent of the labels or the annotators. For this thesis, I use Latent Dirichlet

Allocation, a topic modeling method, to characterize the content, but we could imagine

other approaches as well. For example, many feature extraction approaches could work

well too, especially those which capture stylistic aspects of the data that an annotator

may be leveraging in the annotation task. I recommend that whatever approach is used to

characterize the content that it be ubiquitous enough that most annotators have labeled

at least some content of each type.

This same approach could be used to represent model behaviors as well. Models re-

sulting from supervised learning processes like those which leverage crowd annotated data

can be used to scale the annotation task to new data. Annotator fingerprints for models

could be made using the annotations the model attributes to a test set and then com-

pared to annotator fingerprints using the worker-worker agreement metrics. This kind of

approach along with traditional model evaluation metrics can help in debugging a model

with respect to a certain population of people who have annotated the data. That pop-

ulation may be within the current annotator pool or, for a more user-centered approach,

specifically recruited to annotate the data from the set of existing users of a system.

Additionally, having a representation that can be used for both human and machine an-

notators can allow us to disambiguate prediction bias as caused by the annotated training

and development data from algorithmic bias caused by the inductive process by which

machine learning algorithms build these models. This is extremely important as many

simply suggest that the data is the problem without investigating the learning process

itself. Some previous research has shown that the algorithm used by [151] to demonstrate
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the effectiveness of the Wikipedia toxic comment classification dataset results in a model

that is more aligned with the annotation contributions of the male annotators even when

trained only using data from annotators of other genders [16].

Future work could also investigate better methods of comparing annotator finger-

prints. The annotation fingerprint agreement method described in section 6.3.3 flattens

the 2-dimensional matrix representation into a 1-dimensional vector for compatibility with

cosine similarity methods. This method only compares values in similar positions within

the vector. This means that if an annotator does not label any documents which include

topic #1 as severely toxic, but they do label many as moderately toxic, the comparison

metric will not take this into account. Future work could investigate the appropriation

of measures like structural similarity indexing [144, 143] to incorporate this information

better and make more human-like comparisons.
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CHAPTER 7

Position Mining

As mentioned in the previous chapter, the subjectivity of target concepts for annota-

tion or computational modeling are rarely considered. Divergent labels are often inter-

preted as “noise” or an indication of poor work quality when it would be equally valid to

consider this an indication that there are multiple valid perspectives on the concept [72].

Currently, there are gaps in existing methodology which make it difficult to consider this

alternative perspective and prevent us from answering questions like:

• How do we know when divergent labels indicate that there are multiple perspectives

at play?

• Which annotators are likely to have similar or different perspectives?

• How divergent are the groups of annotators who have similar perspectives?

• In what contexts do annotators diverge most or least?

In this chapter, I propose a computational approach to answering these questions

that I am calling position mining. Position mining is the use of statistical and machine

learning techniques, such as unsupervised clustering, to identify groups of annotators who

apply similar annotations to similar items in a corpus or dataset. First, I’ll describe how

position mining can help us to make better decisions when we are building a training set

for a target concept that is highly subjective in section 7.1. In section 7.2, I’ll describe how

I use unsupervised clustering and manifold learning techniques along with the inferred
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agreement and annotator fingerprinting methods from chapters 5 and 6 which serve as

the underlying similarity functions.

In section 7.3, I’ll discuss two studies that I conducted to evaluate position mining

success from a clustering perspective and from a language annotation perspective. The

first study (section 7.3.1) measures the intrinsic properties of good clusters to compare

positional clusters to clusters defined by demographic commonalities. The second study

(section 7.5.1) aims to determine to what extent good positional clusters, as determined

in the first study, display a divergence in language annotation. To make the linguistic

comparisons, I used common lexical dictionaries from the Empath Python package [57]

to determine the types of language that best account for these cross cluster divergences.

What I found is that positional clustering derived from a position mining process that

uses annotator fingerprinting and fairly basic clustering methods yield clusters that have

significantly greater cohesion and separation than the demographic clusters that we typi-

cally for investigating algorithmic bias 1. In the second study, language around profanity,

violence, slurs and innuendo were labeled as toxic far more often by one positional cluster

making it a distinguishing factor revealing how language diverges across these positional

clusters.

1This is not to say that demographic framings like feminist studies or critical race theory are not still
essential in understanding positional differences. They absolutely are. However, these well established
fields can not comprehensively account for emerging or understudied patterns of algorithmic bias that we
may want to be aware of as we build complex sociotechnical systems. As such, both demographic framings,
which help us identify biases that align with known biases, and algorithmically derived positional framings
(i.e. position mining), which help us identify biases that best account for patterns of disagreement in the
annotation data, are essential for understanding and mitigating algorithmic biases that can systematically
harm whole online communities.
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7.1. The Motivation for Position Mining

Position mining enables the data scientist to make deliberate choices about the social

impact of their models by identifying salient annotator positions within the annotated

data. For example, if a mined position seems to systematically label content with markers

of African-American English (AAE) as toxic, as has been found in prior work [122], we

might choose to down-weight or outright ignore the label contributions of those within that

positional group in order to prevent downstream consequences like systematically silencing

an entire culture through automated content moderation. These deliberate choices can be

made transparent by documenting them in model cards [102] or writing a positionality

statement for stakeholders like the engineers who are responsible for incorporating the

model into a fully functional system or the user experience designers and researchers who

are responsible for communicating the model’s function to the user and evaluating its

effect on the overall user experience.

Highlighting salient annotator positions also creates an entry point for data scientists

to position themselves with regard to the target concept and the most common approaches

to annotating them. Data scientists could label a random set of the data, just as the

crowd annotators would to develop their own annotator fingerprint. By comparing this

annotator fingerprint to those of the crowd annotators, the data scientist may be able

to position themselves better among common annotators positions in an effort to take a

positionality-aware machine learning approach [77]. I’ll demonstrate this process using

my own annotations in chapter 8.

Position mining can also help our understanding of model positionality by providing

us with multiple perspectives that can be used to understand which annotators benefit
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most from the inductive learning approach inherent to machine learning algorithms. By

treating a model’s label prediction as equivalent to an annotator’s labeling decision, we can

use representations like inferred RMSE and annotator fingerprinting as ways to represent

a model’s behavior such that it can be compared to annotator behaviors. In chapter 8,

I’ll also show we can create model fingerprints using the annotator fingerprinting method

such that we can compare model fingerprints to the annotator fingerprints of those in

varying positional clusters.

7.2. Position Mining Methodology

Broadly speaking, position mining is well suited for unsupervised clustering methods

as evidenced by prior work which aimed to distill unique perspectives in a named-entity

recognition task [78]. The approaches used in this thesis and those from [78] can be

distinguished methodologically by the data representation underlying each. The approach

described in this section leverages the techniques detailed in chapters 5 and 6 which aim to

relax the requirement that all annotators have annotated all the data. This requirement

is not met by most datasets [60] and can be prohibitively expensive when using crowd

work platforms to annotate even modest quantities of data.

The success of unsupervised clustering tasks often depends on how the data is repre-

sented and how we measure similarity between the data. Annotator fingerprints (Chapter

6) allow us to explicitly represent annotators by first characterizing qualities in the data 2

and then aggregating the labels attributed to the data with these qualities. Similarity can

then be measured simply by flattening the two-dimensional representations (n qualities

2In chapter 6, qualities are characterized through topic modeling.
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× m labels) and computing cosine similarity between all pairs of points. Inferred agree-

ment can also be appropriated for position mining, because the results of the agreement

metric with a lookup function for all pairs of annotators can be seamlessly interchanged

with the distance functions for most clustering algorithms, except in cases where model

convergence is only guaranteed using a specific distance metric.

With each of these approaches, the relationships between annotators suggest a com-

plicated high-dimensional space which may be difficult for many clustering algorithms to

accurately find salient groupings. To address this issue, I will also evaluate an additional

intermediate step which utilizes manifold learning to project the data to lower-dimensional

space where it may be more easily clustered [95, 100]. Additionally, this manifold learn-

ing step allows us to visualize the data in two or three dimensions which can help to

visually assess the extent to which the data has natural clusters.

7.2.1. Inferred RMSE Approach

As described in chapter 5, the inferred agreement method can allow us to measure similar

behaviors between pairs of annotators without requiring that most annotators have an-

notated most items in the dataset. The implementation detailed in chapter 5 uses a root

mean square error (RMSE) measure of the differences between similar items that were

labeled by each annotator. As such, this is technically a disagreement measure similar to

the internal mechanisms of Krippendorff’s α and Cohen’s weighted kappa, κw [86, 27].

Both α and κw are chance-corrected measures meaning that the probability of each anno-

tator coincidentally choosing similar annotations, despite having chosen their annotations

independently, is accounted for in the calculation. Both α and κw generally follow the
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following formula:

(7.1) 1− Do

De

In equation 7.1, Do is the observed disagreement and De is the expected disagreement

given a probability distribution of annotations. Calculating De is where α and κw diverge.

Krippendorff’s α uses a single probability distribution calculated using all annotations by

all annotators while Cohen’s κw calculates the joint probability of a pair of annotators

choosing each possible pair of labels. Each measure is to be interpreted slightly differently.

For α, the chance correction method creates an agreement measure that is adjusted to be

the extent to which observed disagreements are distinct from the marginal probability of

an annotation being provided regardless of which annotator it was. For κw, the chance

correction method is calculated using the probability distributions specific to each anno-

tator’s annotations. According to Artstein and Poesio, the assumption is that “random

assignment of categories to items is governed by prior distributions that are unique to

each coder, and which reflect annotator bias.”[9].

Each of these chance correction methods leverages different assumptions about the

mechanisms that drive annotator decisions, requiring different interpretations of the re-

sults. Each can be valid depending on the intersubjectivity of the target concept and the

goal of measurement. The goal of measurement in this chapter is to uncover subsets of

annotators who hold similar perspectives with regard to the data and annotation task and

are distinct from other subsets of annotators. In applying inferred RMSE as a distance

function for unsupervised clustering algorithms, I have adapted both chance correction

approaches to root mean square error for evaluation using the following formulas:
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(7.2) Inferred RMSEchance adjusted =
Dinferred

De

(7.3) DRMSE
e,global =

√√√√ k∑
j=1

k∑
l=1

P̂ (kj)P̂ (kl)dkj ,kl
2

(7.4) DRMSE
e,annotator-biased(c1, c2) =

√√√√ k∑
j=1

k∑
l=1

P̂ (kj|c1)P̂ (kl|c2)dkj ,kl
2

Equation 7.2 differs from the general form of α and κw in that Do, the observed

disagreement, is replaced with Dinferred, the inferred disagreement, to avoid issues that

arise from annotators having annotated a small subset of the data that does not overlap

with many of their peers. The inferred disagreement here is the root mean square error

measure detailed in chapter 5. For both equations 7.3 and 7.4, the measure for weighting

label differences, dkj ,kl , is squared and the square-root is taken of the overall measure.

This small adjustment to the original formulas for the De laid out in [9] allows it to be a

comparable measure to root mean square error. In clustering, this disagreement measure

is seamlessly interchangeable as a distance function.

7.2.2. Annotator Fingerprint Similarity Approach

Adapting Annotator Fingerprinting for annotator similarity is much more straight for-

ward. The two-dimensional matrix of the annotator fingerprint is flatten to a 1-dimensional
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vector in row-major order of the original matrix. As a 1-dimensional vector, we can

use simple and common vector distance functions like cosine distance. It is possible to

compute similarities of the original two-dimensional matrix using functions like SSIM

[144, 143] in order to capture the relationship between adjacent content contexts as well

as the relationship between similar Likert scores. I chose similarity measures that worked

best for one-dimensional vectors, because the topics used to define content context should

be independent of each other.

7.2.3. Manifold Learning

Nearly all clustering methods are based on the assumption that regardless of the dimen-

sionality of the data, points which are closer to each other are more likely to be part of the

same group than those which are farther apart. Figure 7.1 shows four examples of grouped

data which break this assumption. Figures 7.1a and 7.1b represent examples of data on

or near a 1-dimensional manifold that is shaped into nested circles and interleaving half

moons respectively. The data points which lie near the outer edge of the inner circle or

the inner edge of the outer circle are each much closer to the other group than they are

to most of the data that is truly within the same group. Similarly for the interleaving

half-moons in which inner halves of both moons are much closer to the alternate group

than they are to the data on the opposite sides. These problems can be exacerbated as

we move into 3-dimensional spaces with 2-dimensional manifolds as we see with the “S”

curve and the swiss roll.

A common way to solve this problem is to employ manifold learning algorithms which

aim to recover the lower-dimensional manifold from the higher-dimensional space that
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it is embedded in such that we preserve important local and global spatial relationships

among data on or near the manifold. For this thesis, I tried two common manifold

learning techniques, t-SNE and UMAP [95, 100]. Given that UMAP consistantly out-

performed the t-SNE algorithm as measured by silhouette scores, cluster cohesion and

cluster separation, I will focus on UMAP for the remainder of this chapter.

The UMAP, or Uniform Manifold Approximation and Projection algorithm is very

similar to the t-SNE algortihm with minor, but theoretically complicated, differences in

the math which yield better reproducibility in a stochastic process, faster runtimes, and

more accurate preservation of global structure [14]. While the theory is complicated, a

helpful explanation of the algorithm can be found in an interactive web article by Google’s

PAIR group [25]. As such, the following explanation is based heavily on their article.

UMAP first constructs an initial high-dimensional graph of the data in which edges are

weighted by the likelihood that the two points are connected. To do this, UMAP extends

a radius from each data point and measures the overlap that this high-dimensional sphere

has with each nearby data point. This radius is not determined globally, but instead

determined by the distance to each point’s nth nearest neighbor, with n being a global

parameter. As each data point’s radius grows, the likelihood of a connection with its

neighbors decreases making the graph “fuzzy”. UMAP also has the additional constraint

that each data point must be connected to its nearest neighbor to ensure that local

structure is preserved. The final step is to arrange the data in the lower dimensional space

which follows a similar approach to t-SNE. Generally, this is done using the force-directed

graph layout algorithm which many use for visualizing network graph data [79, 39].
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(a) Nested Circles (b) Two Interleaving Half Moons

(c) 3-dimensional S-Curve (d) 3-dimensional Swiss Roll

Figure 7.1. Examples of groups which do not easily fit the assumption that data
points that are closer are more likely to be in the same group than those that
are farther away. These graphs were generated using functions in the scikit-learn
Python module [113].

.

7.2.4. Clustering Methods

In this thesis, I experiment with the use of two common non-parametric unsupervised

clustering methods. The first is DBSCAN, a density-based algorithm [55, 126]. This

algorithm has two main parameters, ε, the radius around a point which specifies its

neighborhood, and minPts, the minimum number of points that can be attributed to

a cluster. In the first step, a random point is selected and the algorithm determines if
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the number of points within a distance of ε is greater than minPts. If this condition is

met, then the point is considered a core point. Each of the neighbors of the core point

are then evaluated for their potential as a core point. If a neighbor does not meet this

criteria, it is labeled a border point. The next step is to iterate through each of the new

core points and evaluate their neighbors as potential core points, repeating this process

until all neighbors of known core points have been evaluated as potential core points.

All the core and border points in this iteration are considered to be of the same cluster.

When there are no new points to evalute for a potential cluster, a new point is chosen

randomly from the set of points which have not yet been attributed to a cluster. This

process continues until all points have been evaluated as a potential cluster point. The

result is a set of clusters as determined by its core and data points and a set of outlier

points which were not included in any of these clusters.

When using the DBSCAN algorithm, 5 epsilon values are considered with the best

result being reported. These epsilon values are chosen using the approach described by

[116]. In this approach, the distance to each data point’s nearest neighbor is computed.

Then these distances are sorted in order of closest to furthest to plot a curve. The

distance associated with the critical change points where there is a substantial increase

in distance to nearest neighbor along the curve is taken as the set of epsilon values that

will be evaluated. These critical change points are automatically extracted using the

window-based change point detection algorithm described here [135, 136].

The second algorithm is k-means, and can be considered a partition-based clustering

algorithm [67, 8]. The main parameter of this algorithm is k, the number of clusters

believed to be in the data. If the data can be visualized in two or three-dimensions, it
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is possible to determine the value of k through visual inspection, but often this is not

the case. Instead a range of values for k can be used and the model which yields the

most appropriate set of clusters for the needs of the project can be used. In this thesis, I

experiment with values from 2 to 10 clusters. For each cluster, an initial seed point must

be chosen. There are many possible ways to choose seed points, but some tend to yield

much longer convergence times than others. The seed initialization method used here

is k-means++, which chooses the first seed as a random point from the dataset and all

subsequent seeds are chosen to be of maximum distance from the existing seed points. In

the next step all non-seed data points are assigned to the cluster of the closest seed point.

The data points for each cluster are then averaged together to yield the cluster’s centroid.

Data points are then reassigned to clusters based on their proximity to the centroids after

which centroids are recomputed. This process continues until reassignment of data points

to other clusters is minimal.

DBSCAN and k-means clustering each have complementary advantages. DBSCAN’s

approach to finding and characterizing clusters lends itself well to clusters in which the

shape is non-spherical. Its process of finding neighbors which are themselves in dense

neighborhoods allows it to explore the space along the lines of where the density of data

expands to and ceases at the border of that density. It also has the ability to represent data

points which have no discernable cluster that it can belong to which provides an advantage

when we want to prioritize cluster cohesion over cluster separation. Alternatively, the k-

means algorithm allows us to impose a number of clusters to search for which we might

have an intuition for given other information about the task or data. In each k-Means

clustering approach, I iterate through values of k from 2 to 7 and report the clustering
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which yields the best silhouette score as measured in the original annotator fingerprint

space.

7.3. Evaluating Position Mining

Evaluating clusters without prior information about ground truth is as much a popular

research topic as it is a practical necessity. Supervised learning, an inductive approach,

has two main requirements that cannot always be met:

(1) We already know what the classes are that the model should be able to discrim-

inate,

(2) We have many examples of data labeled with these classes from which the super-

vised learning algorithm can learn from.

Unsupervised learning or clustering, a deductive approach, can be done without these re-

quirements, because it leverages structural patterns in the data to find natural groupings.

In a supervised learning task, labeled data can be held out of the training process and

used later for comparison with the resulting model’s predictions. Unsupervised clustering

often relies on measuring intrinsic qualities which we theorize to be indicative of good

and valid clusters. In this section, I’ll describe how we can study clustering algorithms to

evaluate their effectiveness by both measuring these intrinsic qualities and by comparing

clusters to confirm that the distinguishing qualities between a set of clusters make sense

from a statistical perspective as well as from the perspective of existing research in online

harassment, content moderation, and automated content moderation.
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7.3.1. Study 1 Design: Does Position Mining Yield Good Clusters?

The goal of the first study is simply to determine whether or not the position mining

approach as laid out in the previous section yields clusters that are good enough that

we can be confident that they are indicative of groups of truly divergent perspectives

among annotators. To do this, there are two main types of methods that are often taken

to validating clustering algorithms: intrinsic and extrinsic validation methods. Intrinsic

methods measure internal qualities believed to be indicative of good clusters while extrin-

sic methods compare the cluster assignments to other sets of cluster assignments. While

intrinsic methods do not make direct comparisons to cluster assignments by other func-

tions, it is helpful to have another set of cluster assignments that can also be scored for

the same intrinsic qualities. This gives the researcher a reference point for understanding

whether or not an intrinsic validation score is indicative of good clustering. While we

do not have any ground truth data for this study, we do have demographic groupings

that can serve as a benchmark for comparison. I believe these demographic groupings

are suitable for comparison, because they are based in demographic traits that have been

studied in the context of online harassment [46, 47] as well as many other contexts.

Intrinsic validation methods aim to measure qualities that are generally believed to

be intrinsic to good cluster sets. There are two primary qualities that intrinsic validation

techniques tend to consider: compactness and separability3[74]. Cluster compactness is

generally measured as the aggregate of distances between points within a cluster while

3Other measures such as cohesion, exclusiveness and incorrectness have also been proposed as intrinsic
qualities [74].
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cluster separation is generally measured as the aggregate of distances between points in

different clusters.

While there are many measures which aim to combine compactness and separability,

the silhouette coefficient tends to be the most popular choice [119]. The silhouette coeffi-

cient first measures compactness as the mean distance between a data point and all other

data points in the same cluster. Similarly, separability is measured as the mean distance

between a data point and all data points in the next closest cluster. A silhouette value

is then computed as compactness minus separability divided by the maximum of these

two values. This normalizes the silhouette value to be between -1 and +1. The silhouette

coefficient is the mean silhouette value for all data points.

In this study, I posit that if the silhouette scores of the positional clusters (i.e., clus-

ters derived using unsupervised clustering algorithms) exceed the silhouette scores of the

demographic clusters (i.e. clusters designated by demographic traits), then the positional

clusters are a better representation of distinctive groups of annotators when considering

only what annotation decisions they made toward various content. From a practical per-

spective, what this means is that if positional clusters yield higher silhouette scores than

demographic clusters, then we should consider expanding the research framing beyond

the lens of a single demographic trait like gender or age. This can also be indicative of a

factor related to annotator identity and perspective that was not considered at the time

of data annotation, but perhaps should have been. For example, the Wikipedia Toxic

Comment Classification dataset only collected information regarding gender identity, age,

education, and familiarity with the English language. Positional clusters that cut across

these identities could either indicate that these perspectives truly cut across all facets
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of identity, or that there is an important facet of identity (e.g. race, sexual preference,

political affiliation4) that was not collected. All of these considerations motivate the first

research question to be answered in study 1 of this chapter:

RQ1: Do positional clusters yield higher silhouette scores than demographic clusters?

Extrinsic validation methods compare the cluster assignments being evaluated to

another set of cluster assignments. While intrinsic validation methods are the most com-

mon method of validating unsupervised clustering approaches, there is still some benefit

to extrinsic validation, i.e. validation by comparing clusters to labels derived from an

external process. While intrinsic validation methods like the silhouette score help us

determine whether the unsupervised clustering process yielded groups that truly indicate

internal patterns of similarity and external patterns of dissimilarity, extrinsic validation

can show us whether two ways of clustering a dataset have similarities worth noting. For

example, one clustering approach may yield only a few clusters with higher silhouette

score than another clustering approach that yields five or more clusters. However, the

approach more clusters may simply have a couple clusters that are not as easily separated,

but prior knowledge in the domain and experience with practical application might sug-

gest these are more correct. Using extrinsic validation, we can assess whether positional

clusters are actually very similar to demographic clusters, but with some clusters split or

grouped together.

A common extrinsic validation approach is the V-measure [118]. The V-measure is a

composite of two measures based on conditional entropy: homogeneity and completeness.

If we consider the clusters being evaluated as the validation clusters and the clusters we

4All of these were found to big factors driving differences in experience with and perspective towards
online harassment in [46, 47].
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use as a reference for this validation as the reference clusters, then homogeneity is the

extent to which each reference cluster contains only members of a single validation cluster.

In contrast, completeness is the extent to which all members of a reference cluster are from

the same validation cluster. The V-measure itself is the harmonic mean of homogeneity

and completeness. As mentioned in chapter 4, the toxic comment classification dataset

includes demographic information regarding age group, gender identity, whether English

was the annotator’s first language, and level of education achieved. These demographic

traits will be used to group annotators into four reference clusters to be used in extrinsic

validation using V-measure:

• Clusters determined by age group

• Clusters determined by whether English was their first language

• Clusters determined by gender identity

• Clusters determined by education level achieved

While silhouette scores can help us identify the clusters which best represent common

groups among the annotators through the lens of their annotation judgements, it does

not help us to understand why two or more potential ways of clustering annotators may

have similar silhouette scores. If demographic clusters yield low silhouette scores and

the positional clusters yield a similar low score, it is possible that the position mining

approach yields similar cluster designations to the demographic clusters using only the

annotation behaviors. If this were true, then it would mean that there is a strong and

identifiable link between what is judged as toxic and the demographic trait used as a

reference. Similarly, comparisons between position mining approaches with varying data

representations, distance metrics, clustering algorithms, or manifold learning strategies
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can reveal which of these variations yield clusters that are redundant to demographic

analyses. This sets up the second research question in study 1 of this chapter:

RQ2: Do the positional clusters diverge significantly from the demographic clusters?

Figure 7.2. Position Mining Experimental Pipeline

Figure 7.2 displays a diagram of the general pipeline for creating the clusters that

I’ll be evaluating. At the bottom of the diagram are the sets of clusters we’ll evaluate.

In each case, a critical parameter of each clustering algorithm is tuned (ε for DBSCAN

and k for K-means clustering) with the best result being reported. When using UMAP,

the parameters controlling how many of the nearest neighbors to consider, the minimum

distance parameter controlling how tightly data can be packed in the manifold space,

the components parameter controlling the number of dimensions the lower-dimensional

manifold space should have, and the distance metric being used are all varied. The

distance metric used for the UMAP algorithm is then carried through to the K-means

and DBSCAN clustering algorithms and used for the silhouette score validation when



127

appropriate 5. Only the results of the manifold learning process that produced the best

clustering determined by silhouette scores in the original space (i.e. annotator fingerprints

or Inferred RMSE) are reported.

7.4. Study 1 Results

7.4.1. RQ1: Do positional clusters yield higher silhouette scores than demo-

graphic clusters?

Figure 7.3. A comparison of positional and demographic clusters.

5For Inferred RMSE, which is itself a distance measure, the distance metric used for manifold learning
and clustering is ignored.
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In figure 7.3, we see that all of the position mining approaches based in annotator

fingerprints and one of the approaches using inferred RMSE were able to achieve much

higher silhouette scores than the demographic clusters using these respective represen-

tations. The silhouette scores displayed in figure 7.3 are based on the best parameters

for the approach. For the annotator fingerprint representations, silhouette scores are

reported using the same distance metric used in manifold learning or in DBSCAN 6 7.

Inferred RMSE is itself a distance metric, so silhouette scores are computed using the

Inferred RMSE distances.

The demographic clusters resulted in very low silhouette scores, with the highest

performing demographic cluster achieving 0.02. This means that, in general, members

of the same demographic group (e.g. annotators over 60 years old) when considering

a specific demographic trait (e.g. age), were just as likely to be near to members of a

different group than their own, regardless of whether similarity measurement was done

in an annotator fingerprint space or an inferred RMSE space. Whether English was the

annotator’s first language (designated as Lang in Figure 7.3), seemed to yield the best

silhouette scores of all the demographic clusters, but these scores are still too low to merit

serious consideration.

In contrast, the clusters which were based on annotator fingerprints yielded the highest

silhouette scores ranging from 2.9 to 3.7. These scores indicate that these clusters are

likely not artificial, but proper evaluation still merits additional data analyses. The second

study in section 7.5.1 investigates the language driving the divergence of these clusters to

6K-means clustering only has theoretical guarantees for converging when using a euclidean distance metric
7l1, l2, cosine and correlation distance measures were used
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see what, if any, connection there is to existing theory regarding toxic language in online

communities.

In most cases, positional clusters derived using Inferred RMSE performed poorly.

However, when the inferred RMSE approach used a manifold learning step with K-Means

clustering, the silhouette score increased dramatically. I believe there are two possible

explanations for the discrepency in inferred RMSE clustering success. The first is that

inferred RMSE is an experimental approach which does not make any of the guarantees

we might have from measures which are derived from a space with more common and

established geometric properties. Clustering algorithms often rely on these geometric

properties to make theoretical gaurantees of validity and convergence.

The second explanation is that many DBSCAN clustering efforts failed because of

the approach I took to optimizing the ε parameter that dictates how close a data point

needs to be to a core data point in order to be considered a “neighbor”. If ε is too

small, the criteria for two data points to be considered as potentially part of the same

cluster is never met and most data points go unclustered. If ε is too large, the DBSCAN

clustering algorithm can have a chaining effect which considers nearly every data point

to be part of one single cluster when finished. I used a technique which considers the

distribution of distances between each data point’s three nearest neighbors, sorts these

distances from closest to furthest and chooses ε to be one of the potential critical change

points one the line representing these distances [116]. Since the choice of epsilon needs to

be an automated decision, I relied on techniques for automatic detection of critical change

points [136]. While this approach seemed to have worked well for annotator fingerprints

which lend themselves to more established notions of distance (i.e. cosine, correlation, l1,
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l2), it likely failed to produce good candidate values for ε with inferred RMSE in many

cases.

While manifold learning seemed to be an essential step in improving results for in-

ferred RMSE, it seemed to offer only slight improvements for annotator fingerprint-based

approaches to position mining. It is important to note that, when evaluating silhou-

ette scores in the resulting UMAP space, there were multiple clustering approaches that

yielded perfect scores. I am cautious to rely on validations in the UMAP space, because it

is often very easy to find parameters which can result in tight and separated clusters that

do not accurately represent the original data. If I had evaluated these clusters in UMAP

space, the result would be the victim of circular dependency in which the validity of the

clusters is dependent on the UMAP parameters chosen and the validity of the UMAP

parameters chosen depends on the validity of the clusters.

7.4.2. RQ2: Do the positional clusters diverge significantly from the demo-

graphic clusters?

Figures 7.4 and 7.5 show that when comparing both high performing and low performing

positional clusters to demographic clusters, there is little commonality as measured by the

V-measure score. When comparing positional clusters to each other (figure 7.5), we see

that that their similarities tend to revolve around the representation type. Inferred RMSE-

based approaches were most similar to each other. This is surprising since only the inferred

RMSE approach which used UMAP and K-means clustering performed reasonably well.

After taking a closer look at the inferred RMSE cluster sets, the biggest variance seems

to be in which annotators are considered not to be part of a cluster. The V-measure
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Figure 7.4. V-measures calculated with demographic groups as the reference
clusters and positional clusters as the predicted clusters

approach ignores unclustered data points and considers only those which are officially

designated with a cluster while these same data points will severely suppress a silhouette

score. There is also a fair amount of variance in how many clusters were extracted in each

approach. For V-measure scores to be high when there are differences in the number of

clusters, one cluster set needs to do a fair job of encompassing clusters from the other. If

this is true for this data, then a hierarchical representation of perspective groups may be

appropriate to investigate through hierarchical agglomerative or divisive clustering [103].
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Figure 7.5. Heatmap of every cluster set, positional and demographic, com-
pared to every other with V-measures.

Of all the demographic clusters, those which are designated by age tend to yield the

highest V-measure with the exception of the positional clusters made using DBSCAN

with the inferred RMSE distance measure which seem to be more aligned with the de-

mographic clusters grouped by gender. The highest V-measure score compared to age

is observed with the set of clusters derived using Annotator Fingerprints with K-Means

clustering (left-most group in Figure 7.4). When breaking this V-measure score down

into homogeneity (figure 7.6) and completeness (figure 7.7), it seems as though complete-

ness is driving more of the v-measure score than homogeneity. Considering that there

are only two clusters in the positional cluster set and the two of them together represent

all annotators, completeness becomes a far easier constraint to overcome and we should

be expecting a much higher completeness score from this clustering if it were at all well

aligned with demographic clusters. Instead, the extrinsic validation of positional clusters

with respect to demographic clusters yields completeness and homogeneity scores that are
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Figure 7.6. Homogeneity scores calculated with demographic groups as the
reference clusters and positional clusters as the predicted clusters

very low indicating that positional cluster membership within the demographic clusters

are consistently and deeply heterogeneous.

To understand whether there is a relationship between these positional clusters and

the age demographic clusters that isn’t captured well through V-measure or silhouette

scores, I conducted a chi-squared test to understand whether distribution of each age

group between these two clusters diverges from what we should expect given the relative

frequency of each group. Here, I will reject the null hypothesis that there is no significant

difference in the distribution of each age group among these two clusters if the p < 0.001.
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Figure 7.7. Completeness scores calculated with demographic groups as the
reference clusters and positional clusters as the predicted clusters

With a chi-squared of 45.89 and a p-value of 2.59−9 we can reject the null hypothesis and

say that the difference in the distribution of these age groups is significant. This means

that age may be a bigger factor in annotation patterns than we might expect given prior

work in the algorithmic bias of automated content moderation models which focused on

gender and racial bias [16, 122]. This provides support for the idea that, in addition to

adopting a lens grounded in existing theories of oppression and bias, we can also take a

theory-agnostic approach like the one that position mining offers to use for comparison.

By comparing the results of independent methods adopting different perspectives on the
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data, we can better triangulate and situate the knowledge we construct from such data

analysis.

7.5. Study 1 Discussion

The results of this study confirm that the methods of representing annotator behaviors

and the similarities between these behaviors that I laid out in chapters 5 and 6 allow us to

group annotators in a way that is more consistent with their annotation decisions than the

demographic groupings allowed by the gender identity, age, education, and language data

that were collected when this dataset was originally annotated. Clustering approaches

that used the annotator fingerprint representation yielded consistently high silhouette

scores compared to the clustering approaches using inferred RMSE.

Further work is needed to understand whether inferred RMSE should be used for

position mining. Given that the approach which used UMAP to reduce the dimensionality

of the inferred RMSE data to annotator coordinates that were fed to a K-means clustering

algorithm yielded a score that was closer to the the annotator fingerprint based position

mining scores, it is possible that there are techniques that could salvage the approach.

That said, inferred RMSE is a computationally expensive approach that requires pairwise

document similarities to be computed and a vastly high number of lookup operations with

those similarities to complete. Inferred RMSE succeeds as a proof of the concept that we

can modify currently popular inter-annotator agreement methods to leverage data that

was not annotated by each of a pair of annotators, but it does not seem to provide many

of the benefits that annotator fingerprints do (e.g. ease of interpretation, reasonably quick

to compute).
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Extrinsic validation of the positional clusters against the demographic clusters reveals

that similar data representations will yield more similar positional clusters regardless of

manifold learning or clustering techniques. While the annotator fingerprint positional

clusters resulted in silhouette scores that were comparably high, the pairwise v-measure

comparisons of these clusters had a fair amount of variability from 0.4 (the K-means

clustering approach compared with the UMAP and DBSCAN approach) to nearly 1.0 (

the DBSCAN approach compared with the UMAP and K-means approach). By contrast,

the inferred RMSE positional clustering approaches had high variability in silhouette

scores and low variability and high V-measure scores. This highlights the need to analyze

and comparing cluster sets of any kind with multiple measures.

The V-measures which compared demographic clusters to positional clusters were low

across the board, but the age clusters stood out above the rest prompting an additional

form of statistical analyses to understand whether the distribution of ages in each cluster

varied significantly. After finding that the distributions of these ages do vary considerably,

we can infer that age could be a fairly important factor in how toxic content online is

identified. Taking a step back from the annotation task, this result shows that position

mining could be used to identify facets of identity which were not included in an initial data

collection task, but are important to understanding annotator biases. This connection to

age aligns well with prior research which found age-related biases in common language

models [41].
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7.5.1. Study 2 Design: Does Position Mining Yield Clusters With Distinct

Linguistic Differences?

The purpose of study 1 is to determine whether position mining can yield clusters that

are distinctive within the complex hyper-dimensional space described by annotation fin-

gerprints and inferred RMSE. However, demonstrating that position mining can yield

distinctive clusters in this space only proves that the space allows for these clusters to

occur. It does not demonstrate that the distinctions between the groups described by po-

sitional clusters are distinctive in a way that helps us understand a complex sociotechnical

problem like toxic behavior online. To evaluate whether positional clusters are distinctive

from the perspective of human experience as well as the machine perspective evaluated

in study 1 of this chapter, I will look to the distribution of words in the text being an-

notated by each of the positional clusters extracted through the position mining process

that utilized annotator fingerprints and the k-means clustering algorithm.

Annotator fingerprints and Inferred RMSE each leverage language to calculate a notion

of annotator difference based on the language in what they are annotating. For annotator

fingerprints, topic modeling is used to describe the varying contexts of the textual data

being labeled. For Inferred RMSE, annotations by each annotator are aligned using

cosine similarity in a word embedding space. Using established lexical dictionaries, we

can measure the distribution of types of words in the comments being designated as toxic

by each cluster and then measure the differences in these distributions.

Lexical dictionaries allow us to count words that are commonly associated with dif-

ferent qualitative themes. What differentiates this approach from the topic modeling

approach used to create the annotator fingerprints is that the connection between a word
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and a theme is made explicit by human expertise and existing theory relating to a pre-

determined theme, while topic modeling yields an inferred connection between a piece of

text and a theme that was implied by the distribution of words among all the text items.

Tools like LIWC (Linguistic Inquiry and Word Count) have been used to conduct psycho-

metric analysis of text using lexical dictionaries which are curated manually by experts

in psycholinguistics [134]. There are also other approaches which are rooted more deeply

in computational linguistics and sentiment analysis like SentiWordNet [10, 56]. For this

thesis, I use Empath which begins with a set of seed words for a lexical category and then

identifies potential new words to add to this category by projecting the seed words to

a word embedding space and looking for nearby candidate words for the theme in that

space [57]. Candidate words are then filtered using a crowd work process in which crowd

workers are asked to mark the words that they believe do not fit with the theme. Because

of the ease with which new lexical categories can be made and shared with the broader

research community, the version of Empath used for this dissertation is able to quantify

210 different lexical categories.

To measure the difference in the distribution of words from comments designated as

toxic by each group, I first quantify each of the Empath categories within the corpus so

that for each document there is an associated vector with a length of 210 (the number of

lexical categories) and where each element represents the number of words in the document

associated with a lexical category. For each worker, I then sum the word counts for each

lexical category among only the documents that the worker judged as moderately or

severely toxic. For each lexical category and cluster, I then create a new vector in which

each element represents an annotator and the value represents the number of times a
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document with a word associated with this lexical category was deemed toxic. This

approach allows us to capture overall patterns in lexical categories that are associated

with toxicity as rated by a given annotator. We can then compare how these assessments

differ between the set of annotators residing in one cluster versus the set of annotators

residing in another cluster.

For each linguistic dimension, we statistically compare the distribution of counts in

each cluster by applying a two-sample, asymptotic Kolmogorov-Smirnov (KS) test. The

KS test is a non-parametric, distribution-free test that is robust to outliers [75] and

allows us to compare the two sample distributions and determine whether they are likely

to come from the same probability distribution. The null hypothesis (H0) is that the two

sample distributions are drawn from the same probability distribution. Rejection of the

null hypothesis implies that the two groups were likely sampled from populations with

different distributions – in other words, the annotators from each cluster appear to view

toxicity differently relative to the given lexical category.

We calculate the Kolmogorov-Smirnov D test statistic (a measure of the furthest dis-

tance between the relative frequency distributions) for each linguistic dimension, sort

linguistic dimensions by D value to reveal the lexical categories where there is the largest

difference between the clusters, and perform the KS test to determine whether the differ-

ences are statistically significant. Due to the large number of comparisons being performed

(one for each of the 210 lexical categories), there is an inflated chance of a Type I error

(i.e., a false positive). To adjust for this, we apply Holm’s Sequential Bonferroni Pro-

cedure (i.e., the Holm-Bonferroni method) and only discuss results that pass this more

stringent significance requirement.
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The results of the first study show that positional clusters derived using annotator

fingerprints yield reasonable silhouette scores indicative of real world divergences in the

perspectives of the annotators who labeled the Wikipedia toxic comment classification

dataset. However, clustering is inherently a difficult process to evaluate independently of

the process that produced the data that the clustering is based on. As such, clusters can

sometimes be produced by systematic, but subtle nuances in the data which have little

relevance to the domain of applications. This can render clusters effectively meaningless

for the purpose of understanding patterns of how toxic language in online communities

are perceived in annotation tasks. To mitigate this kind of error, we can compare the

annotations applied in various language contexts within the dataset to determine whether

the language driving the distinctions between the two positional clusters extracted using

annotator fingerprints and the k-means clustering algorithm. If these positional clusters

are truly indicative of real divergences in perspective toward toxic behaviors online, then

we should see that distinct differences in linguistic cues for themes which have shown to

be relevant to understanding online communities by prior work [57].

7.6. Study 2 Results

7.6.1. RQ3: Does position mining yield clusters with distinct linguistic dif-

ferences?

category D Holmes-Bonferroni adjusted P

negative emotion 0.187508 7.222302e-09

Continued on next page
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category D Holmes-Bonferroni adjusted P

death 0.179592 7.540909e-09

children 0.179230 2.947157e-09

business 0.176636 3.396047e-09

power 0.175691 4.792485e-09

ridicule 0.174921 4.102396e-09

speaking 0.173894 3.165459e-09

shape and size 0.171728 4.837695e-09

swearing terms 0.171047 3.052410e-09

emotional 0.166960 7.024445e-09

listen 0.165517 3.146039e-09

healing 0.164634 4.459110e-09

giving 0.164079 2.713262e-09

optimism 0.163336 3.770597e-09

injury 0.162214 4.538029e-09

positive emotion 0.161338 3.944618e-09

hearing 0.160655 9.495774e-09

violence 0.160393 2.771926e-09

toy 0.159801 4.135478e-09

internet 0.159574 2.050861e-08

movement 0.157212 3.975195e-09

Continued on next page



142

category D Holmes-Bonferroni adjusted P

reading 0.156064 3.586029e-09

driving 0.155480 4.203270e-09

heroic 0.153959 3.015682e-08

aggression 0.153636 1.349346e-08

weakness 0.153413 3.743075e-09

philosophy 0.153407 5.894141e-09

school 0.153354 7.325471e-09

legend 0.153154 3.488453e-09

journalism 0.152891 5.455240e-09

Table 7.1. The results of 2-sample Kolmogorov-Smirnov tests which reject
the null hypothesis with a Holmes-Bonferroni adjusted p-value. Displayed
are the top 30 Empath categories by D value which passed the test.

Table 7.1 shows the Empath lexical categories which passed this test and are among

the 30 highest D values from the test. Among these 30 distinguishing lexical categories,

four of them are explicitly related to affective states (negative emotion, emotional, posi-

tive emotion, and aggression) as well as swearing terms and ridicule which are arguably

related to affective state. Comments which have high word count in these categories

tend to represent a heated debate or conflict in deciding what should or should not be

on a particular Wikipedia article. One explanation for why these two clusters may be

divergent in cases of heated conflict and debate in Wikipedia is difference in their sense

of decorum. When looking at the comments that were labeled as far more toxic by the
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larger cluster than the smaller one, we see bits of conversation in which the commenter is

using profanities and graphic language to express what they believe is best for the article.

While I cannot say with certainty that members of the larger cluster value decorum far

more than a crude justice that seems to be favored by the smaller cluster, the comments

which are viewed as far more positive by the smaller cluster than the larger one seem to

suggest as much. Some examples are provided in table 7.2. Please be aware that while

some of these comments express benign confrontations in the Wikipedia Talk pages others

may be triggering as they use racial and homophobic slurs in addition to profanity. The

comments chosen for inclusion were meant to provide helpful context for the many ways

that disagreement between groups of annotators can arise while keeping redundancy to a

minimum. Some triggering language were redacted. In this table, bold words represent

words that are counted as members of the lexical categories in table 7.1.

Another interesting aspect of this dynamic is that while many of the cases of words

related to death, violence, or injury are because the commenter is speaking about com-

mitting violence, others use the language because the subject of the article is an historic

act of violence. Documenting wars, terrorist attacks, and other such violent atrocities on

Wikipedia is likely to raise tension among anyone who may have a personal connection

to these events. For some annotators of this content, it can be easy to imagine that it

is difficult to assess which discourse is an impassioned, albeit crude, plea for the accu-

rate portrayal of violent conflicts and which discourse is eroding Wikipedia’s community

norms around civility. Here, the exact wording of the annotation task presented to the

annotators is helpful context for understanding annotator choices:
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• (-2)Very toxic (a very hateful, aggressive, or disrespectful comment that is very

likely to make you leave a discussion)

• (-1)Toxic (a rude, disrespectful, or unreasonable comment that is somewhat likely

to make you leave a discussion)

• (0) Neither

• (+1) Healthy Contribution (a reasonable, civil, or polite contribution that is

somewhat likely to make you want to continue a discussion)

• (+2)Very health contribution (a very polite, thoughtful, or helpful contribution

that is very likely to make you want to continue a discussion)

In each of these choices are a statement regarding how something is said and what it’s

effect would be on you, as a hypothetical user. In many cases, these two ways of framing

the task are likely in synchrony, but when some annotators perceive these two frames as

being disjoint, one is likely prioritized over the other. It seems the annotators represented

in the smaller cluster consider certain content as a healthy contribution to the community,

i.e. content that would make them want to continue the discussion, while many others

would consider it abrasive. The annotators represented in the larger cluster focus more

on decorum by annotating the content as very toxic for the community due to its hateful,

aggressive and disrespectful attitude. This theory aligns with prior research which shows

that Americans are divided on the balance between free speech and making others feel

welcome online (45% vs. 53% respectively) [47].

Cluster 1

label

Cluster 2

label

Comment
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-2.0 2.0 == RHawoth ==Hello RHawoth, mother fucker

boy of wikipedia

-2.0 2.0 == Carrot Top page ==You little f**g*t, why are

you ruining the Carrot Top page? His forum belongs

in the links section! Go suck * ****!

-2.0 2.0 ==Whats up?==As I advised your boy stevebaker,

you can both kiss my ass, right cheek, left cheek and

dead center, ill even give you a half hour to draw a

crowd...Harry Swoger...

-1.0 2.0 , called me a Jihadist and Mujaheddin (and not in

the positive pro-Islam way)

-1.0 2.0 this sort of information belongs to pages like Hu-

man trafficking in the United Kingdom or Slavery

in Britain and Ireland. however, user ankhmorpork

is hellbent on adding this content not only to this

page but others as well (check out his edit history),

and thus reveals his agenda. there are several pages

about racial groups on wikipedia and none of them

contain such content. for example, millions of such

crimes are comitted in the usa every year but not one

of them is mentioned here . this is blatant pov-

pushing.
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-2.0 1.0 February 2012 (UTC)No. you shut up, famousdog.

You ARE a racist you vehemently refuse to ac-

cept the validity of a philosophical paradigm which

is alien to the Western Scientific paradigm youre

attached to. You will never have an accurate under-

standing of acupuncture if you are too xenophobic

to adopt its endogenous native context, which is in-

herently Chinese, and seek to criticise it from a purely

Western point of view. 0533, 18

-2.0 1.0 == This guy is a fucking loser==Hey nerd, get a

fucking life and stop editing shit out and warning

me, who gave you the right? Just because you

have hours to waste online means you can boss

ME around? This website is useless as a resource

because it can be edited, why be so damn anal.

-2.0 1.0 You reverted some important facts from the Bob

Carr article. Fuck you.

-2.0 1.0 I agree, I just wanted to do the same revert,

because I found your words Fuck Life Bitches

n****rs suck ass not conforming the European stan-

dards.



147

-2.0 1.0 SOME PEOLE ARE JUST FUKING COMPKETE

ASSHOLE LIKE THE BITCHES WHO BLOCKED

ME. I WAS BLOCKED BECAUS EI STARTED A

TOPIC ON HIS PAGE ABOUT HOW I WAS FED

UP WITH HIM SO IF UR READING THIS FUK U

UP...

-2.0 1.0 Dont you think it is equally bad that Muslims are

rioting and destroying property over this. Islam

is a religion of peace and tolerance. these acts of

violence are equally reprehensible to Islam as the

cartoons. REALIZE WHAT YOU ARE DOING. the

world is watching act like muslims, not like undisci-

plined individuals.
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-2.0 1.0 If you want to refer to CORRECTION OF OUT-

RIGHT LIES posted on Wikipedia as VANDALISM

then go right ahead.Everyone knows that wikipedia is

a bullshit site with hardly any TRUTH at all.And

you yourself, in your oh so intelligent ignorance con-

tinue the lies of the supposed holocaust. Now if

you want to RESEARCH the quote mentioned.You

might want to look up how DIESEL EXHAUST is un-

able to kill anyone whatsoever.So why is a ridiculous

LIE like that even able to be posted on wikipedia if

all you wonderfully intelligent censors of the truth

keeping such a vigilant eye on posting such non-

sense.You immediately deemed my comment VAN-

DALISM,which is horseshit,and probably didnt even

look into the FACTS that diesel fumes kill noth-

ing.Another horrendous lie of the propaganda holo-

caust fabricators. As for you blocking me from

editing...who the fuck cares asshole? Not me.

Wikipedia is all fucking lies anyway dipshit.

-2.0 1.0 NAH DONT LISTEN TO THOSE REMISES, VAN-

DALISE THE FUCK OUT OF THAT SHITBAG KI-

NUS TALK PAGE
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-2.0 1.0 Yo. What in heavens name is your problem with

Rm994? Hes just trying to explain to you how to

properly edit a page on WP. Instead, you practically

spit in the guys face. So, in response to your

actions, I will spit in your face and then you can tell

me how it feels afterwards because you deserve it

you motherfucker!!!! DO NOT BUG Rm994 EVER

AGAIN, YOU HEAR ME YOU SOB? HabsMTL
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-2.0 1.0 According to the bullshit proportionality nonsense

thrown around, nobody should ever have won a war.

Certainly more Japanese and Germans died than

did the other side in WW2, same thing for WW1.

The object of war is not to die for your country

but to make the other bastard die for his.(Patton)

You launch rockets from a house or a school, ex-

pect the retaliatory strike to hit the school. You

attack someone using women and children as cover,

sorry, youre a rat bastard who put them in harms

way and thats the end of it. Read the fucking

geneva conventions, you are NOT ALLOWED to hide

among civilians, IT IS A WAR CRIME AND YOU,

NOT THE ENEMY SHOOTING AT YOU, ARE RE-

SPONSIBLE FOR THEIR DEATHS. Hamassholes

spend their times plotting ways to hide behind civil-

ians and then whine about the death rates, its their

fucking fault, and enough with the bullshit.

-2.0 1.0 Lawlzs. Go cry emo kid. And btw. wtf is this? PS

Yo mamas so buff, you can see her pulling trucks on

your local sports channel.
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-2.0 1.0 Sorry Tajik, but an answer was in need. @AliShah,

the dog of Pakis and TalibanYou Khar-wal should

visit this link http//www.shamalionline.com/ and

read the entire history book about great Bache

Saqau whos nobility reached the zenite of human-

beeing. He was not hardcore Muslim nor was he

backed by hardcore Muslims...but it were Pashtuns

who stopped him in his actions. Pashtun Jews

played a very important role during his reign and why

padarnalat (as Pedram Sahib called him) Amanullah

was succes before him and he wasnt. He jailed 50

000 murders, thiefes, rapers, criminals, drug-sellers,

Pashtun prostitutes (also bitches from the Pashtun

royal house, including the sister of his own Pashtun

wife who had affairs with 5men at the same time)

and many more in only 9 month what you dombdars

couldnt do in your 6000 years of history. Stupid

losers
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7.7. Study 2 Discussion

This study shows that among the positional clusters derived from the position mining

technique that I laid out in this chapter and that leverages the annotator fingerprint rep-

resentation laid out in chapter 6, there are significant divergences in the types of language

that each perceive to be toxic or severely toxic. When we consider that machine learning

models are typically trained from the modal annotation values for each comment, such

divergent perspectives can become a clear source of unintended bias in the downstream

model attempting to identify toxic language in large online communities. When we think

of crowd annotators as interchangeable units of human computation, it is easy to miss

that the people who annotate such data on crowdwork platforms contain a similar diver-

sity of perspectives and opinions that occur in the online community whose data they

are judging. Position mining allows us to infer these perspectives and relate them to

the groups of people whose personal differences inspire the friction, i.e. toxicity, that

automated content moderation algorithms serve to mitigate.

These divergences in language merit a more in-depth content analysis to fully under-

stand the source of positional divergence in the annotation task. However, the position

mining technique can still aid a mixed methods approach which could first identify likely

positional clusters and highlight the content where the diverged most significantly for

review by a more thorough and systematic qualitative researcher. Companies responsible

for moderating such online communities could add this kind of mixed methods process

to their continual monitoring of the community to help identify and understand toxic

behaviors in ways that make it easier to address them using well-informed algorithm and

policy design.
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7.8. Conclusion

In this chapter, I demonstrated how annotator fingerprints and inferred RMSE can

be used with unsupervised clustering methods to uncover groups of annotators who have

exercised common annotation judgements with regard to which content receives which

label. By comparison to clusters designated by shared demographic traits, this approach

yields groups which are for more likely to have similar judgements. The position mining

approach which yielded the best silhouette scores used the annotator fingerprint repre-

sentation described in chapter 6 and yielded two large clusters of 2,713 annotators and

874 annotators. In investigating the major linguistic differences in what these two groups

label as toxic, it seems profanity, violent rhetoric, racial and homophobic slurs and in-

nuendo are much more likely to be labeled toxic by the larger group. While we cannot

know the core motivation driving the most polarized judgements by these groups, it seems

possible that the smaller group is comfortable with such language being used in efforts to

improve the article and thus benefit the community while the larger group seems likely to

be focusing more on how opinions are expressed rather than the motivation for expressing

it.

Without direct access to the annotators who provided the judgements for this dataset,

we cannot fully understand how the divergence in annotation judgements relates to human

perspectives toward toxic comments in online communities. Additionally, we may want

to know how these perspectives relate to personal identity and prior experience with toxic

behaviors online or in the real world. If we could better understand these relationships,

we’d have a better understanding of how biases in annotators and the data annotation
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process affect predictive bias in large scale content moderation algorithms. Future re-

search in position mining should consider qualitative and mixed methods approaches to

understanding these relationships like the Delphi method [13] which can confirm position

mining results directly with the annotators who produced the data.
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CHAPTER 8

Toxic Content Modeling through a Reflexive Data Science

Framework

In the creation of models for toxic content moderation, there are many subjective

decisions being made. The data scientist is making subjective decisions about the overall

process from the design of the annotation task, to deciding the criteria for a successful

model, to choosing a data cleaning and text pre-processing method, to choosing which

learning algorithms to try and with which hyper-parameters. The crowd annotators are

making subjective decisions regarding the annotations they attribute to the items they

see. For example, the design of the annotation task for the Wikipedia Toxic Comment

Classification dataset asks the annotators to make their decision based on what would

make them likely to participate or leave a discussion as well as how they interpret the

decorum of an interlocutor. This leaves annotators to make discretionary decisions re-

garding how to balance these two objectives when they come into tension. While these

two criteria are often not in contrast to each other, the question of which to prioritize

can be very important in specific contexts and how the annotator decides for themselves

how to handle this ambiguity can have a big impact on the resulting training label in the

dataset. These subjective decisions, in many ways, reside with the humans involved in

the data science process.
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However, the subjectivity of decisions made in the face of ambiguity do not apply

exclusively to people. Subjectivity simply means that a statement, claim, or determination

is made on the basis of one’s own experience and understanding. Given that classification

algorithms have no agency of their own with which to experience the external world

and the experience from which they draw from for their primary task is extremely finite

(e.g. the training set), many algorithmic decisions can be considered to be every bit as

subjective as those made by people. To my knowledge, there are no existing methods

attributed to the data science discipline that empower the data scientist to consider a

plurality of perspectives in the modeling process 1. By developing methods that highlight

the plurality of subjective concepts, we can approach the practice of data science in ways

that allow for the models we make and the knowledge we create to be more deliberate,

transparent, and situated.

Traditionally, model selection is based on aggregate measures of accuracy such as

precision, recall, f-score, and root-mean-square error which depend on ground truth labels

to be singular and predetermined. This approach is reasonable when we consider the

target concept to be mostly objective, i.e. there is little ambiguity or discrepancy in how

a diverse group of people might identify or describe this target concept. When the target

concept is subjective, the notion of “ground truth” disintegrates into the many truths that

we hold about this concept. In chapter 7, I showed how we might uncover these many

truths with a good representation of annotator decisions in common, a good representation

of important contexts within the data, and common unsupervised clustering algorithms.

1Scott Page’s writing on “Many Model Thinking” [107] and Andrew Gelman’s “Garden of Forking Paths”
[61] are perhaps the closest, but each consider how we can leverage multiple statistical or modeling
decisions deemed reasonable and plausible by the researcher and do not use real world data which embed
multiple perspectives.
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While it can seem overwhelming to work with multiple truths instead of one ground truth,

we can draw from practices in qualitative research in which we “locate” the decisions of

a model, annotator, or data scientist with respect to one another. To do this, we can

compare the judgements of a model, annotator, or data scientist to each other using the

fingerprinting process described in chapter 6.

8.1. Reflexive Data Science Framework

Data Science as a research discipline, a practice, and an art is a relatively new field

emerging from many different disciplines each with their own perspectives toward the

meaning of “data science” and the knowledge that can be extracted from data. While

there are a variety of epistemological backgrounds informing the methods, theories, and

framing that each data scientist brings to a project, the salient notion a data scientist’s

approach would appear to be that they work with objective truths even when the tasks

of building recommender systems, sentiment analysis, or automated content moderation

systems would suggest otherwise. With a high-level familiarity of the curricula being

developed for various data science education programs across institutions all over the

country, it seems that there is no broadly accepted and formalized framework for the

practice of data science. The commonality of most data scientists seems to be an appreci-

ation for math, statistics, and computer science, all fields which have traditionally focused

on using quantitative insight to construct objective knowledge, a positivist framing of the

task. While these programs can be quite comprehensive, positivism, the epistemological

backbone of these disciplines, is not always the appropriate framing for a project. To
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address this, I propose the following Reflexive Data Science Framework for navigating

data science projects that wrestle with subjectivity. The goals of this framework are to

(1) provide a way for the data scientist to understand their personal position with

respect to the broader pool of annotators.

(2) provide a way for the data scientist to reflect more deeply on the content, par-

ticularly places where they may feel unable to definitely determine toxicity, and

understand how and why it may be challenging

(3) provide a way to understand the position of a trained model in the context of

this richer, more contextualized understanding of the items, annotators and one’s

own position.

8.1.1. Identifying and Acknowledging Subjectivity

While many philosophers might take the stance that nearly every concept is subjective,

it may not always be appropriate to adopt this framing in a data science project. Data

scientists need to balance the inherent complexity and uncertainty of the real world with

the need to make simple and concrete formalized assumptions for the design of algorithms

and the building of models. When we attempt to use machine learning to learn a socially

constructed concept like “toxicity”, we are attempting to take many perspectives and

distill them into one “optimal” perspective. One possible way to identify a target concept

as socially constructed is to incorporate the task of identifying multiple perspectives to-

ward the target concept into the project proposal or exploratory data analysis stages. For

labeled data, inter-annotator agreement measures can help to surface ambiguous labels,

but they do not enable the deeper analysis needed to distinguish divergent labels caused
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by an ambiguous annotation task design, too few workers, poor work quality, or truly

divergent perspectives. In chapters 5, 6, and 7, I provide multiple methods that enable

this deeper analysis.

8.1.2. Data Scientist Positionality

After identify and acknowledging the subjectivity of the concept being studied or modeled

in a data science project, the data scientist can engage in a reflexive process similar to

that of qualitative researchers. An analogy from the natural sciences could be that this

is akin to calibrating a measurement instrument to its environment like we would with

a scale that is used to measure the weight of an object. When a data scientist fully

understands their position with respect to the target concept situated in the data they

are working with, they can more intentionally and transparently make the discretionary

decisions that can have a big impact on sociotechnical systems. In section 8.2, I’ll show

how a data scientist can annotate data from a labeled dataset and “locate” themselves

with respect to the annotators providing the bulk of the socially constructed knowledge

being learned by the machine learning algorithm. This annotation process itself provides

an opportunity for reflection and exploratory data analysis with regard to the divergence

of common perspectives that account for the divergent annotations in the data.

8.1.3. Representing Model Positionality

As I argued in Chapter 3, models automate a single perspective toward the target concept

even when the labeled training data is representing a variety of perspectives that diverge

in specific contexts. When we acknowledge that the target concept is subjective, it is
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important to compare the position of a model we are considering for production or research

with the variety of positions that will be held by the users who will be affected by the

model. While it is common to believe that a model’s prediction behaviors and predictive

biases are solely dictated by the training data and thus the training data need only

be manipulated to adjust the predictive bias of a model, we need to acknowledge that

the inductive bias of the learning algorithm plays a role as well. Using the annotator

fingerprinting process, we can build model fingerprints to locate a model with respect

to the data scientist and the annotators of the training data. In section 8.3, I’ll show

how data scientists can use model fingerprints with different subsets of the training data

and different model parameters to better understand the effects of the training data and

parameter tuning as well as which groups of people and thus which perspectives will

benefit from the prediction tendencies of the model.

8.2. Locating The Data Scientist In Relation to the Annotators with

Annotator Fingerprints

When working with annotated data, it can be easy to take the provenance of the

annotations for granted. Throughout this thesis, I make the case for why the aggregation

of many subjective judgements into one judgement merits deeper reflection. In chapter

7, I showed that there are at least two major groups of annotators distinguished by

patterns in their subjective judgements. In qualitative research, positionality “reflects the

position the researcher has chosen to adopt within a research study...positionality means

acknowledging and allowing the researcher to have a place in the research” [123]. For

much of the published qualitative research, the research output is a qualitative description
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of observed patterns accompanied by a description of how it connects to relevant existing

or emerging theory. As such, qualitative researchers adopt a practice of “locating” the

researcher in relation to the subject, the participants, and the research context. This

reflexive process is often documented in a positionality statement section of the published

research.

The output of a data scientist is often similar in some aspects. Depending on the

audience, data scientists may adopt many modes of sharing or communicating their work.

For managers, they might share a slide deck with carefully curated and annotated plots

and graphs telling a story about the data. For engineers, the data scientist may share a

model to be implemented in a user-facing web application or a carefully processed and

transformed dataset appropriate for a specific data-driven application like a searchable

database. In addition to adopting the practices of qualitative researchers, e.g. developing

a reflexive journal [90], or those which have been recently introduced by the ethical AI

community, e.g. model cards [102], the data scientist can create their own annotation

fingerprint and position it in relation to the broad pool of annotators used to annotate the

dataset. In this section, I’ll describe a process that I designed for locating myself among

the pool of annotators and discuss the reflexive insight that came up. This reflexive insight

can provide some context for the process of knowledge construction I engaged in as a data

scientist and a PhD candidate with an appreciation for qualitative research methods.

8.2.1. Creating My Annotator Fingerprint As A Data Scientist

My primary goal for annotation is to understand my own annotation choices in relation

to those of the annotators, to understand my annotation choices in relation to modeling
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choices I might make, and to learn the deeper context of the annotation task. Here are

some questions that I considered as I started this task:

• Which positional cluster am I most aligned with?

• What kind of ambiguity in the annotation task is being leveraged when annotating

complicated comments?

• What kind of ambiguity in the comments are being leveraged when choosing an

annotation?

• How do I reason in situations of ambiguity?

• How could annotators be reasoning in situations of ambiguity?

The first choice I needed to make in creating my annotator fingerprint is which data to

annotate. Sampling the data uniformly at random would likely result in comments that

were mostly uncontroversial and would likely fail to provide the information needed to

contextualize my annotations with those of each of these groups in a meaningful way. To

remedy this, I chose to characterize each comment by how much the modal label from each

positional cluster differed. For example, if the mode of the labels provided by Cluster 0

was −2, or severely toxic, and the mode of the labels from Cluster 1 was 0, or neutral, then

the difference used to characterize the comment would be +2. If the modal labels were

reversed, then the value would be −2, indicating the direction of the difference 2. Next, I

take a random sample of 13 comments from each group of differences and combine them

2Taking this approach instead of the absolute value of the difference allows me to further differentiate
comments by which group provided the more toxic modal label instead of the total magnitude of the
difference.
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for a dataset of 97 comments to annotate 3. After shuffling these comments randomly, I

began annotating the comments using the same prompt as the original annotators.

In addition to annotating the data, I also recorded observations that might help to

answer some of the questions I presented above. While this did not adhere to a formal

process of reflexive journaling as a professional qualitative researcher might, it was a

personally helpful process that provided qualitative context for some of the more difficult

aspects of building models for automated content moderation. Below are some of the

highlights from that process:

Some comments provide a decontextualized glimpse into an ongoing conflict

among Wikipedia editors and that can be very hard to annotate. As the process

of building and editing a Wikipedia article turns from democratic to adversarial, editors

begin discussing the conflict in addition to the topic itself. Some of the comments in this

dataset describe an ongoing saga of toxic behaviors by other editors, but as annotators

we only see this one comment as a representation of a much bigger story. This puts the

annotator in a difficult position where they need to choose between the editor who wrote

the comment they are reading and the editor they are in conflict with in order to decide

whether the comment would be likely to make the annotator leave the discussion. If the

annotator believes the editor who wrote the comment is correct or just in this conflict, then

it would make sense that the comment is either neutral or that it would make them want

to continue the discussion. If the annotator believes the editor is wrong, then conversely

the community is worse off because of their comment. I believe these situations are likely

3The differences ranged from −4 meaning that Cluster 0 provided a modal label that was 4 points lower
than Cluster 1 to +4 meaning that Cluster 1 provided a modal label that was 4 points lower than Cluster
0. There were only 6 comments with a 4 point difference which is why the dataset I annotated does not
have 13 comments for each of the possible differences.
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adding another layer of context to the subjective judgements that annotators are making.

Here is an example of one such comment.

I have just pointed out that Milbourneone is guilty it would seem to WP:CIVIL

against me too... for the following1. Direct rudeness * (a) Rudeness, in-

sults, name-calling, gross profanity or indecent suggestions; * (b) personal

attacks, including racial, ethnic, sexual and religious slurs, and deroga-

tory references to groups such as social classes or nationalities; * (c) ill-

considered accusations of impropriety; * (d) belittling a fellow editor, includ-

ing the use of judgmental edit summaries or talk-page posts (e.g. “snipped

rambling crap”, “that is the stupidest thing I have ever seen”);I refer to

refs of you stating letter written by myself was of such poor quality as to

be hardly readable. So when considering pointing out WP:CIVIL to others

please look at your own writings and realise that you are not exempt from

the same criticism. With respect. Truthseekers666 (talk)

Some comments indicate that there may be a conspiracy to control the

narrative of the topic. Among the comments in which the two clusters’ modal labels

diverged by more than 3 points, there were a few which mentioned an organized effort

to control the narrative of a Wikipedia article. One possible reason that this becomes

divisive is that one cluster may see the possibility of such a conspiracy as plausible. In such

a case, this would make the interlocutor’s decision to call out the conspiracy something

that is healthy for the community. If one does not find the conspiracy to be plausible,

then the allegation might appear harmful for the community, and thus the annotator with
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this view may rate it as highly toxic. Again, this adds additional layers of reasoning to

annotating this dataset that were not accounted for in the design of the annotation task.

Can Someone Lock in the New Links that CIA Keeps Deleting? I have

added what I consider, after 20 years of advocacy against fierce opposition

from CIA and its FBIS minions,a few essential links. I don’t have the time

or energy to fight the morons. If there is an adult with Wiki authority to

lock in the links I have added, similar to the manner in which the CIA

links are locked in (I have more integrity than they do and would NEVER

consider deleting their links), then I think we are all better off for. If not,

www.oss.net will remain up forever, and continues to be *the* reference site

for OSINTneither the government nor the vendors are honest on this topic.

Some subjects are very difficult to talk about in a way that can be broadly

perceived as civil, polite, or reasonable. Some topics are notoriously difficult to

discuss in a manner that is comfortable for everyone in Wikipedia’s global audience. For

example, some Wikipedia editors take on the task of documenting recent international

conflicts in which members of each side are motivated to assert their perspective. In other

situations, Wikipedia editors may be discussing specific details about a traumatic moment

in history within an article’s talk page and these editors are likely completely unaware

that their comments will be judged, out of context, by crowd annotators who were not

prepared to consider the challenges of documenting these events. In the example below,

a Wikipedia editor discusses a cultural geographer who researched “free people of color”

in colonial Virginia. Personally, I had a hard time annotating this comment, because I

am aware that there is a great deal of “research” from this time, specifically Eugenics and
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Phrenology, which used academic authority and rhetoric to harm specific communities

of people. Without the greater context of this discussion among editors or any personal

familiarity with the hyper specific topic, I was not confident that I could make a correct

or benign decision. I suspect that many annotators were similarly unprepared for these

situations.

According to the Tennessee Encyclopedia of History and Culture, a 1950 dissertation

by Edward Price, a cultural geographer, documented that Melungeons were families de-

scended from free people of color and mixed-race unions in colonial Virginia.[3] Beginning

in 1995, the researcher Paul Heinegg has published extensive documentation of his re-

search into numerous families of free people of color in the Upper South, beginning with

those listed in the censuses of 1790-1810 in Virginia and North Carolina, whose descen-

dants migrated into Kentucky and Tennessee. He found that most could be traced to free

mixed-race families formed of descendants of unions between white women and African

men in colonial Virginia.[4] They migrated along with European American neighbors to

frontier areas, where they found less restrictive racial conditions. In some cases, he found

that descendants consistently “married white“, and had children of increasingly European-

American or white appearance. Heinegg has frequently updated his book and online version

of data.“Nothing in this mentions Melungeons The sources does not mention Melungeons

either so this should be removed. We should only use stuff in a article about melungeons

which is directly about Melungeons. The person who added this attempted to use “free

person of color“ to mean african american when the law stated Free Person of color was

not just african american, it was a catch all term. “This Court among other things in-

structs the jury as follows. Persons that are known and recognized by the Constitution
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and laws of Tennessee, as free persons of color are those who by the act of 1794 sec-

tion 32 are taken and deemed to be capable in law to be certified in any case what is in,

except against each other or in the language of the statute “ all Negroes, Indians, Mu-

lattoes, and all persons of mixed blood descended from Negro or Indian ancestors to the

third generation inclusive though one ancestor of each generation may have been a white

person, white bond or free“. “ Instructions to the JuryJoshua F. PERKINS vs John R.

WHITE http://jctcuzins.org/pam/perkins/jury.htmlSo Free person of color would mean

any race that was not pure white. Either way the paragraph should be removed as it does

not mention Melungeons at all nor does the sources used.

8.2.2. Visualizing Annotator Fingerprints for Reflection

Using the same method discussed in chapter 7, section 7.2.3 for reducing the dimen-

sionality of vector with the manifold learning process, UMAP, we can project annotator

fingerprints to a two-dimensional space for visual analysis4. We can also include the data

scientist’s annotator fingerprint as a way to locate the data scientist in relation to anno-

tators. In figure 8.1, I can see that my personal fingerprint is situated in cluster 0 near

its border with cluster 1. Seeing this, made me realize that I was expecting to find myself

located more deeply among the majority cluster, 0, given some observations I have made

that members of cluster 1 tend to judge some of the comments in which one Wikipedia

editor will berate another with profane language as being healthy for the community.

When I noticed that my fingerprint was situated much closer to the border with cluster 1

4Many parameters were used for manifold learning in the clustering process in Chapter 7 and each were
evaluated by the silhouette score of the cluster labels in the original space. The parameters for the UMAP
model used for visualizing the data in this chapter were chosen specifically to aid the visualization process.
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Figure 8.1. Annotator Fingerprints with Data Scientist’s annotator finger-
print projected to a two-dimensional space using UMAP for dimensionality
reduction.

than I expected, my first thought was that there were some situations in which an editor

was reiterating the profane language of another editor in an effort to highlight their lack

of decorum. As I reflect on this, I realize that there is an inherent difficulty in annotating

a comment which references comments and behaviors by other editors that I can’t observe

from my position as an annotator. The comment is both a call for the help and support

of other members of the community in resolving the conflict by banning the editor lacking

decorum and a comment that uses the same profane language that implies a lack of deco-

rum. This nuance is important and yet it remained ambiguous to the annotators, to the

data scientist, and inevitably to the model which will learn from this annotated dataset.

By locating myself, as the data scientist responsible for creating a model and automating
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a position, among general groups of annotator positions, I am creating an opportunity

to reflect on a divisive aspect of annotating content for a subjective concept and make a

deliberate choice with regard to specific and important contexts in this online community.

This visual analysis method creates an entry point for further investigation. I could

query the nearest neighbors to my fingerprint in this space to see what kinds of annotators

have similar fingerprints. Using the methods I described in Chapter 6 which were inspired

by the CrowdTruth framework of investigating crowd annotations I could try to under-

stand which topics indicate the contexts where I am most similar to these neighboring

fingerprints and the contexts where I am most divergent. In addition to enabling reflec-

tion on the annotation process and the inevitable challenge of modeling the annotation

process, I may also use this information to refine the position mining process.

8.3. Locating Models In Relation To Annotator Fingerprints

So far, I have mainly focused on annotator fingerprints for human annotators. How-

ever, we can easily apply this same fingerprint method to any models we make with

this data using the model’s predictions. Model fingerprints allow us to contextualize the

model’s behaviors in relation to mine and those of the crowd annotators. Traditionally,

we might focus simply on RMSE scores to represent the aggregated difference between the

expected label and the predicted label. As an aggregate measure, we have no information

regarding the context of these predictions. While there are many methods for splitting

and characterizing the data to codify them into types that we can use for context, it is

most helpful to know whether these predictions align with our own judgements or those

of various groups of annotators.
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(a) Map of Annotator Fingerprints with Model Fingerprints

(b) Zoomed to area containing Data Scientist fingerprint and model fingerprints with
optimal C parameters

Figure 8.2. Examples of groups which do not easily fit the assumption that data
points that are closer are more likely to be in the same group than those that are
farther away.
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Figure 8.3. RMSE scores for each logistic regression model based on which
labels were used for the training data and which labels were used for the
testing data.

Figure 8.2, shows a map of annotator fingerprints that includes models trained solely

on data with labels from cluster 0 represented as a square, models trained solely on data

with labels from cluster 1 represented as an X, and models trained on data with labels

from all of the crowd annotators represented as a square with an X circumscribed within

it. These are logistic regression models which use word count features as input. The

model fingerprints highlighted in green show the position of model with the optimal pa-

rameter value for C with respect to the labels from all annotators. This is a regularization

parameter which controls the variance of the model to prevent overfitting.
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In reflecting on this map of annotator fingerprints, I find that my expectation that

models trained on data from a specific group will generally result in model fingerprints

that are closest to that group. However, the models with the best ability to predict the

model label from all annotators tend to sit within the minority cluster 1 in the region

closest to cluster 0 regardless of which labels the model was trained on. Figure 8.2b shows

a similar map zoomed in to this region to provide greater clarity. This could be evidence

of an inductive bias toward the prediction behaviors similar to the annotation behaviors

of the annotators in cluster 1. While this cluster of annotators is smaller, the amount

of data that was labeled by this cluster is comparable, even though fewer labels were

provided resulting in less redundancy of labels on each item. Observations like this can

inspire the data scientist to focus their effort on experiments and analyses which could

help to highlight patterns of comments that present learning challenges for the learning

algorithm.

We can also compare the RMSE scores in Figure 8.3 to the fingerprint map in figure 8.2

to toggle between an aggregate measure and a rich contextual positioning of the model’s

predictions. Given that the RMSE scores present a unit of measurement that is in the

same range as the Likert scale that it is drawn from (−2 to +2), the range of RMSE

scores for this model are not very big and typically predict within 1 point of the expected

label. With this in mind, we might consider that the model selection process should not

be focused on the model which produces the best RMSE score since this score is only .1

points different from the worst performing model, but rather on the model which produces

the behaviors that align with the values we want recognized in the community. This mode

of analysis gives the data scientist an opportunity to have a conversation with the rest
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of their organization about which values they would like to promote. For example, the

data scientist equipped with the journal of qualitative observations and hypotheses from

the process of producing their own annotation fingerprint like those I discussed in section

8.2.1 of this Chapter, might organize a discussion about what values should be promoted

and which should be hampered through the automated content moderation model they

are hoping to build. Such values could be explicitly solicited from the community as

organizations like HeartMob do [17].

8.4. Conclusion

In this chapter, I gave a demonstration of how we can use the annotation fingerprinting

process to locate the data scientist and their models with respect to the larger crowd

used to annotate the training data. Processes like this could be developed to facilitate

positionality-aware machine learning tasks [35] and provide a greater context for the

pattern of decisions a model makes by relating these decisions to those of the human

crowd annotators and data scientist. Similar to the practice of reflexivity in qualitative

research, this practice could help data scientists to develop a broader awareness of their

models as embedded in a rich sociotechnical system and the impact that this may have

on promoting or suppressing certain values of the online community and the organization

that runs it.
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CHAPTER 9

Conclusion

Given how quickly the industrial and academic communities became heavily dependent

on Data Science, it is easy to forget that it is still an emerging field with little consensus

on what it is or how to learn it, let alone how to practice it. While the seeds of data

science could be traced back to John Tukey and his coining of the term “data analysis”

in 1962 [137, 45], the first use of the term as a profession was as recent as 2008 in an

article in the Harvard Business Review by DJ Patil and Thomas Davenport titled “Data

Scientist: The Sexiest Job of the 21st Century”[32] 1. The meaning of this term was not

so obvious. Many people asked what makes a data scientist unique since nearly every

scientist works with data. Roughly 10 years later, Indeed.com, a job search website,

analyzed the resumes and CVs of people looking for work related to data science on its

site to answer the question “Where do data scientists come from?” [92]. It’s conclusion:

“Everywhere!... No field of study seems to dominate data science at this time; conversely,

we see a great diversity in backgrounds for data scientists, especially compared to fields

like software engineering.”. Given this conclusion, it would seem that data science is a

great melting pot of academic disciplines. This is a strength of data science that we might

lose if we continue to promote the discipline as inherently positivist, or rather objective

and empirically proven science which uses experiments and statistics to reveal hidden and

naturally intrinsic truths about the world. Positivist epistemology is typical in the fields

1By most accounts, good data science is not that sexy, but it is reliable.
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that are often promoted as good backgrounds for data science like physics and economics,

but it is less of a standard epistemology for fields like sociology and psychology which

have a greater presence in human-computer interaction research.

In data science, a positivist framing suggests that concepts like toxic content can be

adequately modeled simply by training an algorithm on aggregated labels from crowd

workers, because this toxicity naturally exists in the world independently from those who

observe it. Under this assumption, the discrepencies among crowd annotators are ex-

plained as annotator errors. Alternatively, social constructivism explains these discrepen-

cies as the situated contexts where our collective understanding of the target concept

diverges into multiple ways of understanding it. The social constructivist framing that

I take in describing model positionality in chapter 3 and in critiquing the overly reduc-

tionist approach that is traditionally taken to measure annotator agreement posits that

knowledge is socially situated and constructed through interactions. Social constructivism

considers how concepts like toxic language, hate speech, and online harassment, are con-

structed through our online interactions and situated in social context. This is further

backed up by research in [46, 47] which suggests that online harassment is understood

very differently by different members of the online community. Additionally, features that

allow individual users to flag content as inappropriate or hateful can help communities

to collectively surface the community norms needed to contextualize concepts like toxic

language [17].

Positivist epistemology doesn’t just lead to a failure to understand the complexity of

subjective target concepts. From a pragmatic perspective, it can also lead to suboptimal

solutions to the problem. Toxic language is a mechanism for oppressing members of an
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online community. When we act under the assumption that there is only one natural

definition of “toxic language” that can be modeled and extracted from aggregate crowd

annotations, we allow ourselves to fall victim to human biases that favor the perspective

of the oppressors who have gained more prevalence as a result of their behaviors, more so

than the victims who have left because of those behaviors. Annotating training datasets

with crowd workers who might not also be users of the social networking site that these

models will help moderate could alleviate this issue, but most social networking sites use

user interactions like the ability to “flag inappropriate content” to label training data

for these models at an appropriate scale. Employees of Facebook recently disclosed that

its automated content moderation algorithms were much more likely to automatically

remove slurs lobbed against White users than those used against people of color [51]. By

failing to recognize that hate speech is not a universally understood concept, Facebook

likely trained its algorithm to understand the perspective of the most prevalent (and

likely white skewing) voices of that time on their platform, which fails to recognize that

the harm that hate speech causes is not symmetrical. Additionally, 85% of Facebook’s

employees are White or Asian while only 3.9% are Black. A lack of critical reflection of

one’s own position with regard to the social climate that yields hate speech can also lead

to a failure to prioritize consideration of those who were harmed while mistaking one’s

own conceptualization of the issue as universal.

Even from the perspective that the ideal approach to modeling toxic language for

content moderation should solve the business problem that large communities of users

are feeling less and less comfortable spending time on Facebook, the positivist framing is

insufficient. In a very recent article by the Washington Post, it is reported that Facebook
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Figure 9.1. The hate speech moderation framework that Facebook intends
to implement to address the unequal harms of toxic language like hate
speech. Image produced by [51]

plans to overhaul their approach to content moderation by characterizing hateful content

and hate speech along two axes: consensus and severity [51]. This is where a pragmatist

framing can appeal to those who are predisposed to positivist epistemology, because this

characterization allows models to focus on an understanding of hate speech that is situated

in both the number of people who agree that the content is harmful and the severity of

the harm that it causes. This maximizes the positive impact that the algorithm can

have. This approach works because most people, regardless of race, gender, or ethnicity,

agree that hate speech against people of color has a severely negative impact, but few

believe that speech with similar sentiment against white people is equally harmful and

should similarly be removed. In figure 9.1, this new framework is characterized into four

quadrants describing this new way of modeling hate speech for content moderation.
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One of the biggest challenges to adopting a constructivist approach is that we have very

few tools or techniques to enable it. When I began the work that would become my thesis

proposal, I was interested in understanding how aspiring data scientists conceptualize

the complex social phenomena that they are often asked to model and measure through

natural language processing and machine learning. Do they try to incorporate research

from sociology? Do they leverage knowledge from aspects of their education that might be

outside of computer science? What questions do they ask to learn how the data was curated

and processed? Does their understanding affect which algorithms and modeling approaches

will best generalize to data outside the training and validation sets? To my surprise, many

were seeking to understand the target concept through the data itself using only the tools

of their trade, machine learning. Visualizing word frequencies in word clouds and through

principal component analysis were considered sufficient for exploratory data analysis,

but neither of these techniques can help a data scientist to understand the ways that a

subjective target concept might be understood differently by the larger population of users

confronted by the deployment of a data scientist’s model. When it was clear that data

scientists lack the methods and tools needed to make a social constructivist lens an option,

I began considering what those tools would look like. Through the process of writing a

doctoral prospectus, I identified three major road blocks to enabling a constructivist

approach to data science.

The first major road block is the habit of assuming that a model with adequate

cross-validation scores has accurately learned a generalizable understanding of the target

concept. This habit deludes the data scientist into thinking that the knowledge the

model represents is empirical and objective. To break this habit, we need to have a way
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to think of models in relation to the way that communities collectively construct their

understanding of the phenomenon. The concept of model positionality that I describe in

chapter 3 provides a way of understanding the social context of a model in terms of the

social interactions that affect the input data, the inductive biases of a learning algorithm

which enable the algorithm to deviate from the social positions of the annotators, and the

predictive behaviors of a deployed model. Haraway’s work in situated knowledges provides

a basis for critical reflection of a model’s provenance. Modeling subjective phenomenon is

akin to making a complex scientific claim about a subjective phenomenon. By describing

and reflecting on the social context of these claims, we improve our understanding of the

phenomenon by highlighting the boundaries of our knowledge and creating a humble space

for conversation with domain experts whose understanding may differ one another. In

cases where the model’s training data were annotated by crowd workers, we can use their

work as a human proxy for the machine classification task. This allows us to critically

reflect on questions like the following:

• Do the attitudes of the crowd workers toward the target concept, as implied by

which content they provided with which annotations, challenge our own under-

standing of the target concept?

• How many distinct and cohesive perspectives of the target concept are there?

• In which contexts do these perspectives diverge most or align most?

• Which perspective is the model most aligned with?

• Which perspective are other stakeholders (e.g. the data scientist) most aligned

with?
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To answer these questions, we need to address the second road block: a lack of tools

and methods that allow us to compare annotation behaviors in a variety of contexts.

Given that there exist inter-annotator agreement (IAA) metrics and methods, it may

seem that these tools and methods exist. However, traditional IAA metrics assume that

annotators will be providing judgements for (nearly) all of the data. In chapter 5, I

challenge this assumption by defining the problem of annotator sparsity in which we

can have datasets where each item is annotated by many crowd workers, but most pairs

of crowd workers have too little data in common to reliably measure agreement. To

address this, I introduced the following axiom: annotators with similar perspectives will

provide similar items with similar annotations. This axiom allows us to consider more

principled ways of inferring agreement when we don’t have direct evidence of annotators

agreeing in multiple contexts. The first method I introduce is inferred agreement which

is only a slight departure from traditional IAA methods. This method allows the data

scientist to consider agreements between specific pairs of annotators as well as an overall

aggregate measure of agreement for the dataset. Additionally, it can be easily modified to

accommodate any function for assessing agreement that is appropriate for two annotators

who have labeled all the same data. While this method requires much more computing to

execute, its constraints are much easier to accommodate than the mechanisms introduced

by Cohen’s κ and Krippendorff’s α to address the challenge of missing values and having

more than two annotators.

The annotator fingerprinting technique that I introduce in chapter 6 also builds on

the axiom, but the data structure it yields can empower the data scientist to easily

explore more specific details regarding the way that annotators agree and disagree. This
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approach allows us to typify content in any way that is helpful to the needs of the analysis.

These content types can also be used as the basis for measuring annotation behaviors.

Common functions like the structural similarity index (SSIM) and cosine similarity can

be used to measure the matrix and vector similarity of annotator fingerprints allowing

the data scientist to assess agreement between annotators. Specific types of content,

annotations, and annotators can be analyzed further to identify the specific contexts in

which disagreement occurs. Identifying the specific contexts where disagreement occurs

gives the data scientist a way to relate their data to the true complexity of a subjective

concept in a way that makes it easier to identify potential problems with deployment. This

is very important for modeling toxic language, because, as previously discussed, not all

toxic behaviors in online communities are universally perceived as bad for the community.

This contribution of my thesis aligns well with Facebook’s new approach to automated

content moderation in that it allows us to measure both consensus and severity which

enables an algorithm or data scientist to place potentially harmful content within the

framework show in figure 9.1.

Inferred agreement and annotator fingerprinting provide richer knowledge regarding

inter-annotator agreement because they allow the data scientist to measure the similarity

between any two pairs of annotators. This functionality enables clustering techniques that

can be used to estimate groups of annotators who distinctly share patterns of judgement

of which content should be given which annotations. The resulting clusters yield much

greater internal inter-annotator agreement which should enable machine learning models

to more easily learn the concept from the context of a more cohesive perspective than

the one represented by aggregating all annotator judgements together. In essence, this
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is the advantage of situating subjective knowledge within the context of a specific social

position. Situating a model in a specific social position narrows its generalizability to that

social position. Additionally, we can combine models situated from many common social

positions together to form an ensemble [154]. When the situated models that comprise

the ensemble model provide contradictory estimates, the individual situated models can

be investigated to understand which position is diverging and on which types of content.

The third road block to bringing more constructivist thinking into data science is

the lack of a paradigm which connects methods for illuminating the diversity of human

judgements in crowd annotation data to the actual practice of data science. In chapter

8, I describe the reflexive data science framework which would allow data scientists to

figuratively position any annotator, human or machine, in a two-dimensional plot to

facilitate critical reflection of a model in the context of the human knowledges it aims

to approximate. As a diverse community of researchers and educators work to develop a

common pedagogy for data science, this framework could help formalize a process that

prioritizes reflexivity and makes it easier to understand where undesired biases can be

introduced by the data scientist, the crowd workers, or the model. The reflexive data

science framework helps to build a bridge between the inherently positivist approach that

learning algorithms adopt and the social constructivist framing implied by the diversity

of judgements from a wide variety of users that comprise the labels that the learning

algorithm requires to understand the concept. In summary, the work in this thesis aims

to make the inherently reductionist process of representing real world phenomena in a

data structure that can be consumed by a learning algorithm more intentional and easily

reflexive.
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9.1. Broader Impact

9.1.1. Enabling Critical Data Studies to Improve Data Science Epistemology

and Pedagogy

Data scientists are often charged with the responsibility of constructing novel insight from

large datasets. This insight can be the basis for decisions that have an extremely high

impact on individual lives including which people will get parole and which people will be

first to get the COVID-19 vaccine [64, 148]. In these contexts, a great deal of trust and

power is placed in data scientists and this dynamic should be critically examined. Critical

Data Studies offers this critical examination and has become increasingly more popular as

a field of research which uses critical theory to understand how we make sense of and use

data. Critical Data Studies often adopts a social constructivist lens to understanding what

data means to various stakeholders and users within the context of sociotechnical systems.

However, these examinations often focus on how data can encode and exacerbate power

differentials and cultural empiricism without offering meaningful suggestions for how data

scientists can incorporate these ideas into their learning and practice. To put it another

way, at this moment the set of scholars of Critical Data Studies and the set of practitioners

of data science are mostly disjoint sets of professionals who hardly interact to learn from

each other. In this section, I’ll discuss some of the ways that my thesis work can help

enable scholars of Critical Data Studies to better understand the practical needs of data

science.

Pragmatic critiques can appeal to those having trouble with the concept

that data is a sociotechnical concern. Data Science has an image of being solely a
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technical discipline which can make it difficult for data scientists to engage with socio-

cultural critiques [12]. However, sociocultural critiques of data science can sometimes be

reframed as practical challenges. For example, a critical theorist of data might reason-

ably present the idea that data encodes and exacerbates existing power differentials and

inequalities. This statement is not only well supported by evidence, it can also resonate

well with those familiar with critical theory, and create a more inclusive environment for

studying data science. However, this statement assumes some buy-in and prior knowl-

edge of critical theory to understand how data and social inequality relate. It can also

alienate students coming from fields which adopt a positivist epistemology, like physics

or economics, where there is not an inherently shared understanding that technology is

often wielded as a tool for cultural empiricism. By complementing the more construc-

tivist ideas from Critical Data Studies with the practical challenge it creates, we can help

bring more students, scholars, and practitioners into this conversation. In this example,

we might take a step back and consider the challenge of creating a single, accurate, and

generalizeable model of a complex social phenomenon which is understood differently in

different contexts by different communities. My thesis work can aid such conversations

by showing how this problem can be better understood through richer methods of mea-

suring inter-annotator agreement, like inferred agreement and annotator fingerprinting.

It can also be alleviated through critical reflection with relevant stakeholders using po-

sition mining and the reflexive data science framework to ground conversations in the

diversity of perspectives apparent from annotator positions, data science positions, and

model positions as I demonstrated in chapter 8.
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Data can be biased in ways that we didn’t know to look for. A short time ago,

most papers which studied algorithmic and data bias did so through the lens of either

gender or race, because these are aspects of identity which have been systematically

oppressed in ways that are very salient in fields like sociology and psychology. In 2018,

researchers started to notice that words like “old” were more closely associated with

negative sentiment in pre-trained word embeddings like GloVe and Word2Vec while words

like “young” were more closely related with positive sentiment [41]. This indicated an

age-related bias in word embeddings that were being used throughout text classification,

search engines, and information retrieval systems all over the internet. With large pre-

trained embeddings quickly becoming ubiquitous throughout data-driven web apps, such

biases can cause harm at a similarly large scale and while we have methods that can help

us to look for biases that we were aware of previously, we don’t have many methods that

can help us to identify potential biases that we didn’t know to look for. The position

mining methods that I describe in my work aim to group annotators by their common

biases through the annotation process. This can help to identify biases that we didn’t

know to look for as well as those we did not think to collect relevant data for. For example,

this dataset includes information about each annotator’s age, education, language, and

gender, but it does not include race, sexual orientation, or political orientation, each of

which were identified as the most common aspects of identity that were targeted in online

harassment [47]. By identifying groups of annotators who have common annotation biases

that are distinct from other groups of annotators, we may be able to identify types of

biases that were not obvious at the time that the data was collected or annotated.
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Data size is a non-negligible issue for modeling. Many data science techniques

are criticized for being overly reductionist. For example, a common approach to under-

standing whether men annotate for toxic language differently than women might be to

compare the mean and standard error of Likert scale annotations for each group. Such

an approach posits that gender is a meaningful grouping mechanism for annotators and

ignores that adding the dimension of race would highlight differences where gender alone

might not. Race and gender might also be insufficient for understanding differences in

annotation behaviors, so we can keep adding more facets of identity to our analysis until

each group is determined to be sufficiently homogeneous in terms of their demographic

traits. While this approach may work well for making statistical comparisons of annota-

tion behaviors, the resulting groups will often be too small for building machine learning

models that can be used in production or for researching the effects of annotation biases

on model predictions. By enabling the use of crowd annotation data in common clustering

algorithms, we can identify groups defined by their common annotation behaviors and not

their common facets of identity. This allows us to focus on groups which are large enough

to have a major impact on the perspective encoded through the annotation aggregation

process and which are large enough to build reasonable machine learning models from.

9.1.2. Facilitating Uncertainty Analysis, Multiverse Analysis and Many-Model

Thinking With Position Mining

In qualitative work, the term, choice moments, describes the decisions made in a research

project which affect each subsequent choice [123]. These decisions are made on the basis of

logic and intuition and deeply inform data collection and analysis processes. While there
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can often be more than one reasonable choice at each moment, qualitative researchers

will often need to make one choice and stick with it throughout a research project be-

cause of the high cost of collecting most qualitative data like interviews and focus groups.

Reasonable alternative choices might be made by subsequent researchers interested in the

subject, but there is no guarantee that other researchers will have the necessary resources

(e.g. community contacts) to make their study comparable. By contrast, quantitative

research can often easily and efficiently explore alternative reasonable decisions with the

benefits that computation provides. However, it is only recently that quantitative re-

searchers in Statistics and Machine Learning have begun exploring such possibilities.

One of the challenges is the much larger scale of data and additional complexity added

through data annotation, data pre-processing, and machine learning pipelines. My thesis

work could have a positive impact on making multiverse analysis [61, 133], uncertainty

analysis [69, 80], and many model-thinking [108] more manageable by contextualizing

these approaches in positional variance.

Multiverse analysis is an analytic approach which posits that data can be prepared in

multiple reasonable ways and suggests that our analyses should incorporate the results

from each of these data multiverses as opposed to being constrained to the one arbitrarily

chosen by the researcher [133, 61]. By analyzing the results of each of these reasonable

choices, researchers can increase the value and impact of their research by adding an

uncertainty dimension to their research situated in these choices. Crowd annotated data

can similarly benefit from multiverse analysis, but there are some additional challenges

that need to be overcome. The first is that the data used in machine learning is often an

order of magnitude larger than the data used in multiverse analyses. For example, the case
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study in [133] only included 777 data points with 2 dependent variables and 2 independent

variables. The toxic comment classification dataset used in this thesis includes nearly

160,000 data points. Additionally, there were nearly 3600 crowd workers who annotated

the dataset, each of whom can provide a unique perspective on the dataset. Position

mining reduces each of these crowd worker positions into a small set of tractable positions

that can each be treated as reasonable label sets for the dataset. Reporting results based

on each of these positions can increase transparency with a notion of uncertainty that

can better inform, for example, the design of automated content moderation systems that

exist in complex and diverse sociotechnical and sociocultural environments.

Adopting multiverse analysis into research practice can be considered an additional

way to mitigate the “god trick” described by Haraway, because each data preparation

choice is considered equally valid and incorporated into the final analysis much the same

way that situated knowledge acknowledges that observations are made under certain con-

ditions that may or may not make the knowledge difficult to generalize. In chapter 3, I

discuss how the concept of model positionality can help us to better conceptualize mod-

els as one such valid perspective of a target concept dictated by the choices of the data

scientist, crowd annotators, and learning algorithm. This consideration of many models,

each with a different and equally valid perspective on the data, has been discussed in the

context of deep learning models. These models need to randomly initialize values for each

node across large neural network architectures and this randomization can yield many

different models which may seem indistinguishable to a validation dataset, but have wide

variance in performance when tested on new data [31]. Making effective use of multiple
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reasonable models has been discussed in ensemble learning [154], as a predictive modeling

approach, and many-model thinking [108] as an analytic approach.

In each case, the theory is that combining different models, each with different the-

oretical strengths and inductive biases, will yield model outputs which are much closer

to the truth. An added advantage of ensembles and many-model thinking is that they

can be decomposed into their constituent parts to learn how models with different per-

spectives on the data and different inductive mechanisms have made different predictions.

By composing an ensemble of models which consider a variety of annotator positions and

modeling approaches that are grounded in various and clear theoretical frameworks, we

can make model uncertainty more actionable. For example, each annotator position can

be used to train a handful of models that each yield comparably high cross-validation

accuracy. Combining these models into an ensemble allows a system to leverage the pre-

dictions when there is consensus. When the model predictions diverge, the system can

flag a human user who can see the predictions of each model and which groups they were

trained on before resolving the problem. This is especially important for models used

in content moderation systems, because the divergence of perspectives toward content is

inextricably intertwined with the task of content moderation.

9.1.3. Potential for Misuse and Abuse

My thesis describes new techniques that we can use to better reflect on the societal im-

pact of our work as data scientists. This reflexive process can help improve the scientific

claims made through data science by situating and contextualizing the knowledge pro-

duced within the perspectives shared by thousands of crowd workers, the perspective of
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the data scientist(s) orchestrating the process, and the classifier which attempts to en-

code and automate these perspectives. By thoroughly documenting and systematically

cataloging every subjective, educated, and thoroughly considered choice, data scientists

can adopt a practice from qualitative social science which helps the audience of the re-

search to understand where the observations end and the extrapolation to new contexts

begins. However, this kind of reflexive process requires good faith participation from both

researchers and their audience.

When researchers reflect on their place in the work, their epistemological framing, and

their methodological choices, it is important that they consider the implications of having

made different choices. Similar to Gelman’s garden of forking paths [61], it can help to

consider the implications of having made a different, but similarly valid choice in the

research process. Position mining (chapter 7) and the reflexive data science framework

(chapter 8) can help guide the data scientist in considering plausible alternatives for

the annotation set, data processing techniques, learning algorithms, and model selection

criteria. However, it may have little effect on the evaluation norms in machine learning and

artificial intelligence research which have a habit of choosing the evaluation techniques

which support a claim that the novel contribution of the work resulted in the best or

most desired performance. It is possible, that the complexity added by the techniques

I present in this thesis could be another tool used to obfuscate or mediate results that

don’t support an enthusiastically positive narrative around a novel technical contribution

in research. However, I believe that as we see fields that bridge social science and data

science grow, there will be more researchers who tacitly learned these research norms

and values contributing publications and reviews to the more traditional AI and machine
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learning scientific publication venues. One indication that these kinds of norms can be

carried over is the requirement in NeurIPs that all submissions include a Broader Impacts

section describing positive or negative impacts the technology may have on society [68].

The audience that reads this work will similarly need to adjust their understanding of

how evidence supports claims. Traditionally, machine learning research publications have

accepted claims that a learning algorithm can generalize to new data, if the researcher

provides evidence that the learning algorithm can produce a classifier that can accurately

make predictions on data held out from the same dataset as the training data. My

thesis work on the toxic comment classification dataset suggests that data annotated by

a heterogeneous group of crowd workers and aggregated into a single label reduces the

complexity of a sociotechnical phenomenon produced by a diverse society of internet users

into a model of a monoculture which does not exist. However, given that the audience

for research is often much broader than those who are publishing it, we can expect that

high profile cases of failed data science projects by large, well-resourced companies like

Facebook, Google, YouTube, and many more, become a bigger part of public discourse, I

expect that the audience for such research will be more easily convinced that evaluating

algorithms requires more critical reflection and deeper contextualization within research

throughout the social sciences.

9.2. Positionality and Reflexivity Statement

This research is the culmination of my participation in the Technology and Social

Behavior (TSB) PhD program at Northwestern University in which students must meet

requirements in the fields of both Communications and Computer Science. Between the
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years of 2014 and 2020 when I studied in this program, the topic of algorithmic bias

grew in popularity exponentially among the research communities that TSB students are

involved with. Much of this early growth discussed biases that were likely to enforce kinds

of discrimination and oppression that I did not personally have experience with such as

a heterosexual, white, cisgendered, American male. However, this research topic was still

very interesting to me for a couple reasons.

First, understanding how our personal biases affect all that we do as humans, scientists

and non-scientists alike, can have a great impact on improving the lives of those who

experience discrimination and oppression from these biases as well as those who may not

have experience with such systemic problems, but are disadvantaged by living in a society

which fails to act collectively [99].

Second, researching algorithmic bias is complicated in ways that are well suited to

my training as a data scientist with expertise in human-computer interaction, cognitive

science, and social science. When my colleagues began researching other types of biases,

like ageism and ableism, it connected to me in ways that I hadn’t often found a space to

express. As a first-generation graduate student of non-traditional age raised by a single

father in a low socio-economic status household, I also felt overlooked and dismissed in

white collar settings such as academia. At times I even felt discriminated against and

oppressed, though I recognize that it is not to the extent that my non-white, non-male,

and non-cisgendered colleagues, unfortunately, experience regularly.

The research I produced for this thesis is a reflection of my desire to document the

extent of biases that have been well documented throughout social sciences as well as

to bring greater recognition to the biases whose harms we are just beginning to fully
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understand the extent of. The choice to study techniques which can help us to understand

and mitigate biases that we didn’t know to look for, instead of biases which have been

well documented, was made with two considerations. First, was the consideration that I

do not personally have experience with the race or gender bias which were the focus of

early algorithmic bias research. While it is personally and professionally important to me

to understand these harms, I felt that it might be best for me to leave space for the non-

white and non-cisgendered male researchers who can approach this work from personal

experience. Second, it occurred to me that some biases go beyond physical identity and

common demographic attributes and into aspects of cultural and political identity that

we don’t often survey for in data collection. For example, we might consider that racist

remarks do not only create a toxic environment for black users, but also any user who

believes strongly in building an anti-racist society. Annotation choices affect all such

users. By developing techniques for investigating algorithmic bias which can operate by

focusing simply on which items received which annotations by which individuals, we can

better accommodate the values that are not so easily implied by traits of our demographic

representation like race.

As a researcher and professional data scientist, I bring an appreciation for the ways that

complex social phenomena interact with global sociotechnical systems to my work. Doing

this requires that I not only commit to learning any new relevant technical contributions

in the field of data science, but also a responsibility to include those who have personal

experience with the subject domain of the data science work. As a professional data

scientist and a PhD researcher, I intend to lead the data science community to be more

critical of the common practice of data science. We can and should be expected to learn
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from the human-computer interaction community to better incorporate domain expertise

and user-centered development techniques into our approach to the design, engineering,

and evaluation of algorithms and data-driven systems. We can and should be expected

to learn from the computational social science community in understanding what the

benefits and limitations of modeling social phenomena are. And we can and should be

expected to learn from the Critical Data Studies community to reflect on the harms that

our practices can cause and collectively grow to address them.

9.3. Final Statement

Data science is an inherently eclectic field that was initially conceived as the intersec-

tion of math, computer science, and subject expertise. While many try to reduce data

science to an engineering discipline, we need to remember that data is born from all

aspects of the world and its pedagogy and epistemology should reflect that. Math and

Computer Science are not random disciplines chosen to dominate a powerful profession as

many STEM disciplines do, but rather the glue that connects data to the world it repre-

sents and the systems it is embedded within. Data science can help to democratize math

and computer science by highlighting its connection to the world through data. It is my

hope that the work presented in this thesis can help senior practitioners and newcomers

to data science from all backgrounds to feel connected with data and the people that it

represents.
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